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Abstract. Intelligent vehicles are complex systems which often accom-
modate several sensors of different modalities. This paper proposes a
general approach to the problem of extrinsic calibration of multiple sen-
sors of varied modalities. Our approach is seamlessly integrated with the
Robot Operating System (ROS) framework, and allows for the interactive
positioning of sensors and labelling of data, facilitating the calibration
process. The calibration problem is formulated as a simultaneous op-
timization for all sensors, in which the objective function accounts for
the various sensor modalities. Results show that the proposed procedure
produces accurate calibrations.

Keywords: Extrinsic calibration, ROS, Optimization, Bundle Adjust-
ment, Intelligent Vehicles

1 Introduction

State of the art intelligent vehicles require a large number of on-board sensors,
often of multiple modalities in order to operate consistently. The combination of
the data collected by these sensors requires a transformation or projection of data
from one sensor coordinate frame to another. The process of estimating these
transformations between sensor coordinate systems is called extrinsic calibration.

An extrinsic calibration between two sensors requires an association of some
of the data from one sensor to the data of another. By knowing these data associ-
ations, an optimization procedure can be formulated to estimate the parameters
of the transformation between those sensors that minimizes the distance between
associations. Since the accuracy of the associations is critical to the estimation
procedure, most calibration approaches make use of calibration patterns, i.e.,
objects that are robustly and accurately detected.

Although there have been many works published in the literature on the topic
of calibration, there still is no available straightforward software package for the
calibration of intelligent vehicles, or robots with multiple sensors in general.
There are multiple factors that contribute to this, addressed in the following
lines.

The large majority of works on calibration focus on sensor to sensor pairwise
calibrations [1–9]. When considering pairwise combinations of sensors, there are
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several possibilities, according to the modality of each of the sensors in the
pair. Most of them have been addressed in the literature: RGB to RGB camera
calibration [1–6], RGB to depth camera (RGB-D cameras) calibration [10–17],
camera to 2D Light Detection And Ranging (LiDAR) [7, 18–20], 2D LiDAR to
3D LiDAR calibration [9], camera to 3D LiDAR [21], camera to radar [22], etc.
It seems as though most possible sensor combinations have been tackled.

Nonetheless, all these approaches have the obvious shortcoming of operating
only with a single pair of sensors, which is not directly applicable to the case of
intelligent vehicles, or more complex robotic systems in general. To be applicable
in those cases, pairwise approaches must be arranged in a graph-like sequential
procedure, in which one sensor calibrates with another, that then relates to a
third sensor, and so forth. For instance, in , a methodology for calibrating

is proposed, wherein all sensors are
paired with a reference sensor. In that case, the graph of transformations between
sensors results in a one level pyramid, which contains the reference sensor on
top and all other sensors at the base. Sequential pairwise approaches have three
major shortcomings: i) transformations are estimated using only data provided
from the selected sensor tandem, despite the fact that data from additional
sensors could be available and prove relevant to the overall accuracy of the
calibration procedure; ii) since it computes transformations after the estimations
of the sensor pairs in a sequence, this approach is sensitive to cumulative error;
iii) sequential calibration procedures output a transformation graph derived
from the calibration methodology itself, rather than from the preference of the
programmer. Figure 1 shows a conceptual example in which these problems are
visible.

Fig. 1: A conceptual example a calibration setup: the estimated transforms using
a pairwise approach use the arrangements show in solid blue arrows, but other
possible arrangements (dashed gray lines) and the data that supports them are
not considered by the calibration.

There are a few works which address the problem of calibration from a multi-
sensor, simultaneous optimization, perspective. In [24], a joint objective function
is proposed to simultaneously calibrate three RGB cameras with respect to an
RGB-D camera. Authors report a significant improvement in the accuracy of
the calibration. In [25], an approach for joint estimation of both temporal offsets
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and spatial transformations between sensors is presented. This approach is one
of few that is not designed for a particular set of sensors, since its methodology
does not rely on unique properties of specific sensors. In [26], a joint calibration
of the joint offsets and the sensors locations for a PR2 robot is proposed. This
method takes sensor uncertainty into account and is modelled in a similar way
to the bundle adjustment problem.

Our approach is similar to [26], in the sense that we also employ a bundle
adjustment-like optimization procedure. However, our approach is not focused
on a single robotic platform, rather it is a general approach that is applicable to
any robotic system, which also relates it with [25].

Robot Operating System ROS [27] based architectures are the standard when
developing robots. There are several ROS based calibration packages available
(e.g., see 3, 4 or 5), but none that provides a solution for the calibration of in-
telligent vehicles. Thus, we view the seamless integration with ROS as a core
component of the proposed calibration procedure. To that end, we propose a
calibration procedure which is self-configured using the standard ROS robot de-
scription files, and provide several tools for sensor positioning and data labelling
based on RVIZ interactive markers.

The remainder of the paper is organized as follows: section 2 describes the
proposed approach; section 3 details the results of the proposed calibration pro-
cedure; section 4 provides conclusions and future work.

2 Proposed Approach

A schematic of the proposed calibration procedure is displayed in Figure 2.
It consists of five components: configuration; interactive positioning of sensors;
interactive labelling of data; data collection; and optimization procedure. Each
will be described in detail in the following lines.
Configuration of the calibration procedure: Robotic platforms are des-
cribed in ROS using a xml file called xacro. We propose to extend the xacro
description file of a robot in order to provide information necessary for config-
uring how calibration should be carried out. We created a novel xacro element
called calibration specifically for this purpose, and extended the functionalities of
this parser6 accordingly. Each calibration element describes a sensor to be cali-
brated. The element contains information about the calibration parent and child
links, which define the partial transformation that is optimized. An example of
a calibration xacro can be found here7.

Interactive positioning of sensors: Optimization procedures have the known
problem of local minima. Thus, it is critical to ensure an accurate first guess for
3 http://wiki.ros.org/camera_calibration/Tutorials/StereoCalibration
4 http://wiki.ros.org/openni_launch/Tutorials/IntrinsicCalibration
5 https://github.com/code-iai/iai_kinect2
6 http://wiki.ros.org/urdfdom_py
7 https://codebeautify.org/xmlviewer/cb29a66c

http://wiki.ros.org/urdfdom_py
https://codebeautify.org/xmlviewer/cb29a66c
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(a) (b)

Fig. 2: The proposed calibration procedure: (a) initialization from xacro files and
interactive first guess; (b) data labelling and collecting.

the sensor poses. We propose to solve this problem in an interactive fashion:
the system parses the configuration files and creates an rviz interactive marker
associated with each sensor. As we can see in 8, it is then possible to move and
rotate the interactive marker and the corresponding sensor/data. This provides a
simple interactive method to manually calibrate the system or to easily generate
plausible first guesses. Real time visual feedback is provided by the observation
of the bodies of the robot model (e.g. where a LiDAR is placed w.r.t. the vehicle),
and also by the data measured by the sensors (e.g. how well the measurements
from two LiDARs match together).

Interactive data labelling: Since the goal is to propose a calibration proce-
dure which operates on multi-modal data, a calibration pattern adequate to all
available sensor modalities must be selected. We propose to use a chessboard
pattern for this purpose, since it is a common calibration pattern in particular
for RGB and RGB-D cameras. To label image data we make use of one of the
many available image-based chessboards detectors. In the case of 2D LiDAR
data it is not possible to robustly detect the chessboard, since there are often
multiple planes in the scene derived from other structures such as walls, doors,
etc. To solve this, we propose an interactive approach which requires minimal
user intervention: rviz interactive markers are positioned along the LiDAR mea-
surement planes and the user drags the marker to indicate where in the data the
chessboard is observed. This is done by clustering the LiDAR data, and selecting
the cluster which is closer to the marker. This interactive procedure is done only
once, since it is then possible to track the chessboard robustly.

We can see here 9 how this interactive data labelling procedure is done.

Collecting data The data streaming from the sensors is collected at different
frequencies. However, to compute the associations between the data of multiple
sensors, we require temporal syncronization. For now, this is solved trivially
8 https://youtu.be/zyQF7Goclro
9 https://youtu.be/9pGXShLIEHw

https://youtu.be/zyQF7Goclro
https://youtu.be/9pGXShLIEHw


Calibration of Intelligent Vehicles Using ROS 5

by collecting data (and the corresponding labels) at user defined moments, in
which it is assumed that all the data is synchronized. We refer to these as data
collections. This information is stored in a json file that afterwards will be read
by the optimization procedure. The json file contains abstract information about
the sensors, such as the sensor transformation chain among others, and specific
information about each collection, i.e., sensor data, partial transformations and
data labels. One example of a json file can be found here10. It is important to
note that the set of collections should contain as much different poses as possible.
So, collections should preferably have different distances and orientations w.r.t
the chessboard so that the calibration becomes more reliable. This concern is
transversal to the majority of calibration procedures.

Sensor poses from partial transformations: The calibration of a complex,
multi-sensor system requires the creation of a transformation graph. For this
purpose, ROS uses a directed acyclic graph referred to as tf tree [28]. One critical
factor for any calibration procedure is that it should not change the structure
of that existing tf tree. The reason is that the tf tree, derived from the xacro
files by the robot state publisher11, also supports additional functionalities such
as robot visualization or collision detection. If the tf tree changes due to the
calibration, those functionalities are compromised or have to be redesigned. Take
the example of Figure 3, in order to compute the global pose of Sensor 1, we
must aggregate the transformations from the Reference Link to Link A, from
Link A to Link C, and finally from Link C to Sensor 1. To accomplish this, we
propose to compute the pose of any particular sensor (i.e., the transformation
from the Reference Link, also known as world, to that Sensor) as a composite
transformation where an aggregate transformation A is obtained after the chain
of transformations for that particular sensor, extracted from the topology of the
tf tree:

A =

sensor∏
i=world

iTi+1 =

prior links︷ ︸︸ ︷
parent∏
i=world

iTi+1 ·

calibrated︷ ︸︸ ︷
parentTchild ·

later links︷ ︸︸ ︷
sensor∏

i=child+1

iTi+1

(1)

where iTi+1 represents the partial transformation from the i -th to the i -th +1
link, and parent and child are the indexes of the parent and child links in the
sensor chain, respectively. Our approach preserves the predefined structure of the
tf tree, since, during optimization, only one partial transformation contained in
the chain is altered (in blue in Equation 1). This computation is performed within
the optimization’s cost function and, therefore, a change in one partial transform
affects the global sensor pose and thus the error to minimize. The optimization
may target multiple links of each chain, and is agnostic to whether the remaining
links are static or dynamic, since all existing partial transformations are stored
for each data collection.

10 https://jsoneditoronline.org/?id=bb8ccea635a84b2f965e7c471cbbe8e0
11 http://wiki.ros.org/robot_state_publisher

https://jsoneditoronline.org/?id=bb8ccea635a84b2f965e7c471cbbe8e0
http://wiki.ros.org/robot_state_publisher
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 Reference Link
 Sensor 1 parent 

Link A
 Sensor 1 child 
 Sensor 2 parent 

Link B
 Sensor 3 parent 

Link C Sensor 2
 Sensor 2 child 

Sensor 3
 Sensor 3 child 

Sensor 1 Link D

Fig. 3: Conceptual transformation graph for a typical robot system. Each sensor
has a respective calibration partial transformation, denoted by the solid edges.
Dashed edges contain transformations which are not optimized. Each sensor has
a corresponding link, to which the data it collects is attached, denoted in the
figure by the solid thik ellipses.

To the best of our knowledge, our approach is one of few which maintains the
structure of the transformation graph before and after optimization. Note also
that our approach can deal with complex cases. For example, Sensor 2, contains
an aggregate transformation that includes the partial transformation optimized
w.r.t. Sensor 1. Since these partial transformations may change over time, they
are stored for each corresponding set of labelled sensor data.

Optimization procedure: The goal of the optimization is to estimate the
pose of each sensor. As such, the set of parameters to optimize, defined as Φ,
must contain parameters that translate the pose of each sensor. As discussed
in the beginning of this section, we propose to maintain the initial structure of
the transformation graph, and thus only optimize one partial transformation per
sensor. In the example of Figure 3, these partial transformations are denoted by
solid arrows. Since we consider the usage of camera sensors, it is also possible
to introduce the intrinsic parameters of each camera in the set Φ. Our goal is
to define an objective function that is able to characterize sensors of different
modalities.

Pairwise methodology for devising the cost function results in complex graphs
of exhaustive definition of relationships. For every existing pair of sensors, these
relationships must be established according to the modality of each of the sen-
sors, and, although most cases have been addressed in literature, as discussed in
section 1, a problem of scalability remains inherent to such solution.

To address this issue, we propose to structure the cost function in a sensor
to calibration pattern paradigm, similar to what is done in bundle adjustment.
That is, the positions of 3D points in the scene are jointly refined with the poses
of the sensors. These points correspond to the corners of the calibration chess-
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board. What is optimized is actually the transformation that takes these corners
from the frame of reference of the chessboard to the world, for every collection.
The initial first guess for each chessboard is obtained by computing the pose of
a chessboard detection in one of the cameras available. The output is a trans-
formation from the chessboard reference frame to the camera’s reference frame.
Since we already have the first guess for the poses of each sensor, calculated as
an aggregate transformation A (see Equation 1), to obtain the transformation
from the chessboard reference frame to the world, we only need to apply the
following calculation:

chessTworld =

Equation 1︷ ︸︸ ︷
cameraAworld ·

chess detection︷ ︸︸ ︷
chessTcamera ,

(2)

where chess and camera refer to chessboard and camera coordinate frames, re-
spectively. Thus, the set of parameters optimized Φ, contains the transformation
represented in Equation 2, for each collection, along with the poses of each sen-
sor:

Φ =
[ Cameras︷ ︸︸ ︷

xm=1, rm=1, im=1,dm=1, . . . ,xm=M , rm=M , im=M ,dm=M ,

LiDARs︷ ︸︸ ︷
xn=1, rn=1, . . . ,xn=N , rn=N ,

Other modalities︷ ︸︸ ︷
. . . ,

Calibration object︷ ︸︸ ︷
xk=1, rk=1, . . . ,xk=K , rk=K

]
(3)

where m refers to the m-th camera, of the set of M cameras, n refers to the
n-th LiDAR, of the set of N LiDARs, k refers to the chessboard detection of the
k -th collection, contained in the set of K collections, x is a translation vector
[tx, ty, tz], r is a rotation represented through the axis/angle parameterization
[r1, r2, r3], i is a vector of a camera’s intrinsic parameters [fx, fy, cx, cy], and d is
a vector of camera’s distortion coefficients [d0, d1, d2, d3, d4]. The axis/angle pa-
rameterization was chosen because it has 3 components and 3 degrees of freedom,
making it a fair parameterization, since it does not introduce more numerical
sensitivity than the one inherent to the problem itself [29].

The cost function for this optimization can be thought of as a piecewise
function, where, for every modality of sensor added to the calibration, a new
sub-function is defined accordingly, that allows for the minimization of the error
associated with the pose of sensors of that modality. Thus, the optimization
procedure can be defined as:

min
Φ

L∑
l=1

fl(Φ)

fl =


f camera
l , if l is camera
f lidar
l , if l is lidar
. . . , other modalities

(4)
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where l refers to the l-th sensor, of the set of L sensors, fl is the cost function
applied to the l-th sensor, f camera

l is the sub-function for cameras, applied to
the l-th sensor, f laser

l is the sub-function for lasers, applied to the l-th sensor.
When the sensors are cameras, their calibration is performed as a Bundle

Adjustment [30], and as such, the sub-function created is based on the aver-
age geometric error corresponding to the image distance between a projected
point and a measured one. The 3D points corresponding to the corners of the
calibration chessboard are captured by one or more cameras in each collection.
Each camera being defined by its pose relative to a reference link and intrinsic
parameters. After the desired acquisitions are completed, the 3D points are pro-
jected from the world into the images and the 2D coordinates are compared to
the ones obtained by detection of the calibration pattern in the corresponding
images. The positions of the 3D points in the world are obtained by applying the
transformation described in Equation 2 to the chessboard corner points defined
in the chessboard detection’s reference frame. The goal of this cost sub-function
is to adjust the initial estimation of the camera parameters and the position of
the points, in order to minimize the average reprojection error f camera

l , given
by:

f camera
l =

J∑
j=1

`2(xj , x̂j) (5)

where `2 is the Euclidean norm, j denotes the index of the chessboard corners,
xj denotes the pixels coordinates of the measured points (given by chessboard
detection), and x̂j are the projected points, given by the relationship between a
3D point in the world and its projection on an image plane:

x̂j = Kcamera · worldTcamera · chessTworld · pj (6)

where pj refers to the x, y, z coordinates of a chessboard corner, defined in
the local chessboard coordinate frame, and K is the intrinsic matrix of the
corresponding camera. Note that the parameters to be optimized define the
chess to world transform, and that the world to camera transform is computed
from an aggregate of several partial transformations, one of which is defined
by other parameters being optimized, and also that the intrinsic matrix is also
dependent on parameters which are accounted for in the optimization.

Finally, for LiDARs, the cost sub-function is based on distance between theM
points measured by the range sensor that correspond to the calibration pattern
object (extracted in the labelling stage), and the XoY plane of the chessboard
coordinate frame, which is co-planar with the chessboard plane. Thus, the LiDAR
cost sub-function f lidar

l is defined as:

f lidar
l =

M∑
m=1

|zchess|

M
, (7)
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where zchess are the range measurement points transformed to the chess-
board’s coordinate frame, as follows:xy

z

chess

= worldTchess · lidarTworld ·

xy
z

lidar

. (8)

3 Results

The proposed approach was tested on the intelligent vehicle .
In this work, we have used four sensors: two RGB cameras, named Top Right
Camera and Frontal Camera, and two 2D LiDARs, designated Left Laser and
Right Laser. The tf tree of this systems in displayed in Figure 4.

car center
 parent of:  frontal cam optical,

  top right cam optical, left laser, right laser 

frontal cam
 frontal cam 
optical child 

top right cam
 top right cam 
optical child 

left laser
 left laser child 

right laser
 right laser child 

frontal cam 
 optical

top right cam 
 optical

Fig. 4: Transformations graph for the intelligent vehicle, along
with information about the xacro driven configuration of the calibration: solid
arrows denote partial transformations which will be calibrated; dashed arrow
transformations are taken into account during optimization, but not altered.

In order to assess the influence of each sensor in the accuracy of the cali-
bration procedure, we have calibrated different combinations between these four
sensor which are referred to as setups. In addition, we discriminate when results
were obtained by executing an optimization which starts from a first guess ob-
tained using the interactive mode, denoted by the super-index fg. The following
setups were tested: 2 cameras only, without and with first guess, respectively
#1 and #1fg, 2 LiDARs only, #2 and #2fg, 1 LiDAR and one camera, #3 and
#3fg, and finally the experiment containing all four sensors, #4 and #4fg. Note
that creating all these experiments is straightforward due to the generality of the
proposed approach. Table 1 shows the initial and final error for several setups.

From the analysis or Table 1, we can see that in the vast majority of cases
the errors associated with all sensor are reduced. The exception is the error
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Error
Setup Sensor Initial Final

#1 Top Right Camera 0.51 px 72.24 px
Frontal Camera 758.53 px 180.15 px

#1fg Top Right Camera 0.30 px 18.44 px
Frontal Camera 292.10 px 32.96 px

#2 Left Laser 1.947 m 0.029 m
Right Laser 1.691 m 0.032 m

#2fg Left Laser 0.257 m 0.008 m
Right Laser 0.121 m 0.007 m

#3 Left Laser 1.947 m 1.233 m
Top Right Camera 0.51 px 0.40 px

#3fg Left Laser 0.257 m 0.256 m
Top Right Camera 0.30 px 0.29 px

#4

Left Laser 1.947 m 0.927 m
Right Laser 1.691 m 0.771 m

Top Right Camera 0.51 px 63.56 px
Frontal Camera 758.53 px 176.81 px

#4fg

Left Laser 0.256 m 0.091 m
Right Laser 0.121 m 0.088 m

Top Right Camera 0.30 px 20.97 px
Frontal Camera 292.10 px 34.53 px

Table 1: Average errors in pixels (px) or meters (m) per sensor before and after
the optimization. Several experiments are presented for different combinations of
sensors. Experiments annotated fg included an interactive first guess procedure
to provide a first guess for the optimization.

associated with the Top Right Camera, since it increases in most experiments.
However, in experiments #1, #1fg, #4 and #4fg, the error associated with the
Frontal Camera decreases significantly more, which reduces the overall error.
Experiment #2 obtained good results, which prove that the proposed objec-
tive function designed to handle LiDARs is working. Here we can see that the
interactive first guess lead to the optimization reaching even better solutions. Ex-
periments using the interactive first guess procedure has consistently enhanced
the optimization or, in the worst case scenario, had no effect on the output of
the optimization. Experiment #4 shows that the system is able to calibrate a
set of sensors of different modalities, which was the initial objective.

4 Conclusions and Future Work

This paper proposes a novel extrinsic calibration methodology which is general
in the sense that the number of sensors and their modalities are not restricted.
The approach is compliant with the ROS framework, and has the advantage
of not altering the tf tree. To accomplish this we formalize the problem as an
optimization procedure of a set of partial transformations which account for
specific links in the transformation chains of the sensors. Additionally, we also
contribute with interactive tools for positioning the sensor and labelling data,
which significantly ease the calibration proceedings.

Results show a decrease in errors in the order of some centimeters for metric
measurements, and of hundreds of pixels for image based errors. This shows that
the proposed approach is adequate for the calibration of complex robotic systems
as are most intelligent vehicles.
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Future work will focus on the extension to additional sensor modalities, e.g.,
3D LiDARs, RGB-D cameras, Radio Detection And Ranging (RaDAR), etc.
Given the scalability of the the proposed framework, we expect this to be more
or less straightforward. Finally, the ultimate goal is to produce a multi-sensor,
multi-modal calibration package that may be released to the community.
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