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Abstract 
Visualizing large family structures is becoming 

increasingly important, as more genealogical data 

becomes available. A space-filling h-tree layout pedigree 

has been recently proposed to make better use of the 

available space than traditional representations. In a 

previous paper we applauded the technique's usage of 

available space but remarked that it makes generation 

identification difficult and does not allow navigating to 

descendants of represented individuals. A set of 

extensions was proposed to help overcome these 

limitations and a preliminary evaluation suggested that 

those extensions enhance the original technique. This 

paper presents a more thorough evaluation carried out 

to assess if and how the proposed extensions improve the 

original h-tree layout pedigree technique. Results 

suggest that these extensions improve user performance 

on some tasks, effectively provide new functionality, and 

generally enhance user experience. 

 

Keywords: Pedigree visualization, h-tree layout, 

evaluation, information visualization, genealogy. 

 

1. Introduction 

The use of information systems in areas where 

family structure is important, such as healthcare or 

animal breeding, promotes the gathering of large 

repositories of genealogical information that needs to be 

adequately represented. Also, many software tools and 

Internet resources are now available to genealogists that 

allow the construction of deeper and denser family trees. 

Most software tools that involve genealogy allow 

different representations of the genealogical information, 

depending on specific user needs. These include ancestor 

trees, which recursively represent the ancestors of a 

given individual, descendant trees, which represent the 

descendants in a similar fashion, and family trees, which 

represent both ancestors and descendants. 

While the structure of descendant and family trees 

can be unbalanced and complex, as individuals have 

varying numbers of offspring and partners, ancestor trees 

are binary in nature, with each individual having two 

biological parents. This predictability allows for 

structured space-filling representations such as fan 

charts [1] or h-tree layout pedigrees [2]. The latter 

consists of an adaptation of h-v drawings [3] that 

positions a target individual at the center of the pedigree 

and recursively represents his/her ancestors vertically (on 

even generations) or horizontally (on odd generations). 

Although unknown ancestors are not represented, their 

corresponding area is reserved and left empty, thereby 

remarking the missing information and maintaining the 

overall h-tree shape (see Fig. 1).  The technique allows 

users to navigate throughout the family structure by 

clicking on individuals, leading to the representation of a 

new pedigree centered on the selected individual. The 

navigation stack is preserved, allowing users to navigate 

back to any previous view. 

In a previous paper [4] we applauded the h-tree 

layout technique for its usage of the available space but 

noted some limitations. Namely, we found that it was 

difficult to identify the generation to which an individual 

belongs and that downward navigation (navigating to 

descendants of represented individuals) was not possible. 

We proposed an implementation of the h-tree layout 

technique complemented with a set of extensions to help 

overcome these limitations: 

 The information displayed on the tooltips of 

each individual is complemented with the 

relationship pertained to the center individual, 

allowing a quick identification or confirmation 

of the generation it belongs (see Fig. 2); 

 A contextual menu is provided on individuals, 

allowing downward navigation to their 

descendants, if any (see Fig 3); 

 A generation emphasis tool is provided, which 

highlights individuals of a certain generation. As 

an example, this allows the visual emphasis of 

all the great grandparents of a given individual 

by fading all the remaining individuals 

displayed on the pedigree. The generation to be 

highlighted is chosen by the user and can also be 

set to identify individuals of the same generation 

as a given individual (see Fig. 4). 

The results of a preliminary evaluation suggested 

that these extensions enhance the original technique. 



 This paper presents a new, more thorough 

evaluation designed to assess if and how the proposed 

extensions improve the original h-tree layout pedigree 

technique. Section 2 outlines the adopted evaluation 

approaches and section 3 describes the methodology 

developed in accordance to these approaches. Section 4 

presents the most relevant results and findings, and 

section 5 concludes this paper. 

 

Fig. 1 – Six-generation pedigree using our 
implementation of the h-tree layout technique 

 

Fig. 2 – Detail of enhanced tooltip displaying 
the individual's family relation 

 

Fig. 3 – Detail of enhanced context menu 
allowing downward navigation 

 

Fig. 4 – Detail of generation emphasis tool 
highlighting grandparents   

2. Evaluation Approaches 

Carpendale [5] states that, ideally, an evaluation 

methodology should simultaneously aim at three main 

factors: generalizability, precision and realism. However, 

the author remarks that existing methodologies sacrifice 

at least one factor in favor of the other(s). For example, a 

field study or experiment would yield results with high 

realism at the expense of low generalizability, while 

laboratory experiments produce precise results, albeit 

with low realism due to the controlled environment and 

to the often fabricated nature of the evaluated tasks. 

Since no methodology is perfect, the most adequate 

choice will depend on the specific question and goals of 

each investigation. For the present evaluation, we believe 

that a laboratory experiment best fits the goal of 

determining whether the proposed extensions improve 

the original visualization technique. In this evaluation 

approach, a set of tasks specifically designed to assess 

various aspects of the visualization technique is executed 

by a group of participants acting as users. As mentioned 

before, the main advantage of this approach is precision, 

though realism is sacrificed to some extent [5]. Since we 

intend to directly compare our extensions to the original 

technique, which requires performing the same tasks on 

both interfaces [7], we believe this is an adequate 

compromise. While some of our questions are of a 

quantitative nature (e.g. do proposed extensions improve 

efficiency and efficacy?), we also wish to evaluate 

qualitative aspects such as user-reported ease of use and 

preferences. We will therefore use a mix of techniques 

focusing both on quantitative and qualitative measures. 

Lam et al. [6] identify practices and evaluation 

methods for common evaluation scenarios, based on an 

extensive review of visualization publications. Although 

existing practices are described rather than prescribed, 

their work can be used as a guide for developing the 

adequate approach and choosing the best methods for 

each evaluation. Of the presented scenarios, Evaluating 

User Performance and Evaluating User Experience best 

describe the goals of our evaluation. On the one hand, we 

wish to “measure objective metrics such as time and 

error rate” [6] to assess if and how the extensions 

improve the technique. Controlled experiments and field 

logs are two of the commonly used methods to this 

extent. On the other hand, we intend to “understand how 

people react to the visualization [technique]” [6], 

particularly regarding features that do not exist on the 

original technique. Usability tests, including post-task 

questionnaires and observing how users perform tasks, 

are commonly used methods for this purpose. 

Taking the above into account, the following 

approach was conceived for the present evaluation: a 

controlled laboratory experiment was conducted with 

participants performing a set of tasks designed to assess 

the proposed extensions and compare them to the 

original technique, where comparison is possible. System 

logs were used to obtain quantitative performance 

measures, while qualitative data were recorded by 

observers and assessed via post-task user questionnaires. 



3. Methodology 

This section describes the methodology used in the 

present evaluation, considering the evaluation approach 

described in the previous section. This methodology was 

largely based on recommendations from [5; 6; 7] and  

guidelines presented by Mitchell [8] and Preece et al. [9]. 

3.1. Tasks 

A set of tasks was designed to evaluate different 

aspects of the proposed extended technique. These tasks 

are presented in Table 1, grouped according to their 

different goals. The first group of tasks (1, 2 and 3) aims 

to directly compare the original and extended h-tree 

layout techniques and follows a within-group (or 

repeated measures) design [10]. On these tasks, users 

were asked to perform the same task three times using 

different modes:  

 Using only features available in the original 

technique (OT mode); 

 Using features from the original technique plus 

the tooltip extension (TT mode); 

 Using features from the original technique plus 

the generation emphasis extension (GE mode). 

To alleviate the learning effect, execution order was 

randomized and task execution scenarios were changed 

while attempting to maintain the task difficulty level.  

The second group of tasks (4, 5 and 6) targets the 

evaluation of the downward navigation extension. 

Because the original technique does not allow this type 

of navigation, a direct comparison is not possible. As 

such, for these tasks we will focus on an exploratory 

evaluation. 

 

Compare extensions to original technique 

Task 1 
Identify all individuals of a certain 

generation (all great-grand parents) 

Task 2 
Identify a specific individual, given the 

relation pertaining to the central individual 

Task 3 
Identify the relation that a specific 

individual pertains to the central individual 

Evaluate downward navigation extension 

Task 4 Identify the children of a given individual 

Task 5 Identify siblings of a given individual 

Task 6 
Identify a remote descendant (8 generations) 

given the relevant lineage 

Table 1 – Tasks grouped by goal 

3.2. Variable Operationalization  

For each of the comparative tasks, we seek to 

evaluate how and if the proposed extensions affect user 

performance and experience. The independent variable is 

the mode in which the task was performed and the 

dependent variables are user performance and user 

experience. User performance was further decomposed 

as accuracy (measured by whether users completed the 

task successfully) and efficiency (measured by the time 

taken to complete the task). User experience was further 

decomposed as user-reported ease of use (5-point Likert-

like scale) and user preference (sorting modes by 

preference for each task, ties allowed). 

For the remaining tasks, an exploratory approach 

was followed. User performance was assessed as 

abovementioned, and user experience was measured by 

user-reported ease of use only, as user preference does 

not apply to these tasks. 

User experience was also measured across all tasks 

by means of a post-task questionnaire (see section 3.5), 

where the usefulness and difficulty of individual features 

were assessed (both original features and extensions). 

3.3. Participants 

Tasks were performed by graduate students from the 

Human-Computer Interaction course at University of 

Aveiro. While it is known that relying on students as 

participants in laboratory experiences may affect 

generalizability [5], we believe that having a reasonably 

large number of participants (50) makes this option an 

acceptable compromise. Also, because the technique is 

still in a prototype stage and is consequently less refined 

than established techniques, using domain experts as 

participants would likely skew the results [5]. Lastly, we 

do not expect that these students will greatly vary from 

domain experts other than their level of understanding of 

genealogy. This was compensated by explaining the 

relevant genealogy concepts prior to testing. 

To make the best use of the available participants, 

each performed both roles of user and observer, 

alternately. Because users that first performed the role of 

observer had more exposure to the visualization 

technique and evaluation tasks, the results were split into 

two separate sets, dubbed “novice” (N=26) and “expert” 

(N=24). This allows us to consider participants as a 

single group or as two separate groups, depending on the 

existence of significant differences between the groups. 

Three investigators from our team supervised the 

process to ensure a quiet, orderly task execution 

environment and help minimize pair wise interactions. 

3.4. Participant preparation 

Before performing the tasks, users were given a 

10-minute presentation on the original technique, 

proposed extensions and basic concepts of genealogy, 

followed by a 10-minute free experimentation period. 

Key recommendations to users were to avoid feeling 

themselves evaluated, to try and assume a relaxed 

posture and attitude towards the execution of tasks and to 

ask for help whenever necessary. Observers were 

separately given a presentation on how to perform their 

role as observers. Key recommendations were to never 

lead or help user unless explicitly asked (and to always 

note such interventions), to record unusual user behavior 

and to be as “transparent” as possible towards errors 

performed by users.  



3.5. Questionnaire 

After performing each task, users were asked to rate 

their perceived difficulty for the task, using a 5-point 

Likert-like scale (5PLLS). After performing all the tasks, 

users were asked to fill an on-line questionnaire, which 

provided us with the remaining qualitative measures. 

Questions included whether they thought specific aspects 

of the technique were helpful to understand the family 

structure (5PLLS), whether they felt difficulty using 

certain features (5PLLS), which were their favorite 

features to perform tasks 1, 2 and 3 (order of preference, 

ties allowed) and whether they would recommend the 

technique to third-parties (5PLLS). Finally, they were 

asked to openly comment on the technique and offer 

suggestions for improvement. Questionnaire responses, 

as all other data, were processed anonymously. 

4. Results 

This section presents the most relevant results and 

findings from the evaluation. Statistical significance was 

tested for a confidence interval of 95%, using the 

techniques presented in Table 2. More detailed 

information on significant p-values can be found at 

http://www.ieeta.pt/~pdias/pvalues.pdf. 
 

Scenario Statistical test 

Compare success ratios Binomial tests 

Compare execution times T-tests 

Compare ease of use Wilcoxon  

Compare preferences Contingency tables 

Table 2 – Statistical significance tests 

In general expert users outperformed novice users, 

both in terms of accuracy and efficiency, though the 

difference is not always significant. This confirms the 

existence of a technique learning effect: the more users 

are exposed to the technique, the better they will 

perform. In contrast, subjective measures such as 

reported ease of use and feature preference had no 

significant differences between the two types of user. 

A second learning effect was observed on comparative 

tasks: mode accuracy appears to improve according to 

the order in which it was used. For example, users whose 

task order determined that the GE mode was used lastly 

performed better on that mode than those whose task 

order involved using that GE at first. The effect fades as 

more tasks are executed. This suggests that our actions to 

prevent a task learning effect (randomizing task order 

and changing task scenarios) may have been insufficient. 

A possible solution for future studies would be to have 

users perform preparatory tasks prior to the evaluation. 

4.1. Comparative task 1 

Task 1 consisted of identifying all individuals 

belonging to a certain generation relative to the central 

individual. Specifically, users had to identify all 8 

great-grandparents of the central individual. We expected 

the GE mode would improve user performance for this 

task, since it allows to visually emphasize individuals of 

a desired generation. Also, we anticipated that the TT 

mode might improve user accuracy, since it explicitly 

indicates the generation to which an individual belongs. 

Contrary to our expectations, neither extension 

significantly affected user accuracy (see Table 3). We 

believe this was partially due to the aforementioned task 

learning effect, i.e. task execution order had a greater 

impact on accuracy than the presence of extensions. 

In terms of efficiency, a slight increase of task 

execution time was recorded for the TT mode, and a 

slight decrease for the GE mode (see Table 4), however 

no significant differences were found. Regarding the TT 

mode, it was observed that users tended to use the tooltip 

to confirm their answers, which may explain the longer 

execution times. Expert users performed better than 

novice users, with significant difference on OT and TT 

modes. This was also the case for accuracy, and suggests 

that these modes are more susceptible to the technique 

learning effect. 

Users assessed all modes of this task to be very easy, 

with no significant differences between extensions and 

the original technique. In terms of preference, users 

seemed to prefer the TT mode, but no significant 

differences were established. 

In summary, we observed slight improvements in 

efficiency for the GE mode and an indication that users 

preferred the TT mode (even though it achieved 

marginally lower efficiency). However, none of these 

differences were significant. 
 

Task 

Mode 

User 

Type 

Task 1 

SR 

Task 2 

SR 

Task 3 

SR 

OT 

Novice 77% 85% 69% 

Expert 96% 92% 75% 

All 86% 88% 72% 

TT 

Novice 69% 77% 85% 

Expert 96% 100% 87% 

All 82% 88% 86% 

GE 

Novice 81% 73% 92% 

Expert 87% 83% 88% 

All 84% 78% 90% 

SR: Success ratio    

Table 3 – Accuracy for tasks 1-3 

Task 

Mode 

User 

Type 

Task 1 Task 2 Task 3 

MET SD MET SD MET SD 

OT 

Novice 37.8 20.6 14.9 12.8 28.9 10.7 

Expert 20.1 11.6 8.1 4.2 27.4 14.4 

All 26.5 17.5 10.8 9.2 28.0 12.9 

TT 

Novice 41.6 16.5 18.3 11.9 26.0 14.1 

Expert 20.5 10.9 13.3 9.5 21.2 15.3 

All 29.1 16.9 15.3 10.7 23.1 14.8 

GE 

Novice 30.1 18.6 30.8 18.4 32.3 16.4 

Expert 21.7 11.4 22.6 13.6 26.0 15.2 

All 25.1 15.1 25.9 16.0 28.6 15.8 

MET: Mean execution time in seconds   SD: Standard deviation 

Table 4 – Efficiency for tasks 1-3 



4.2. Comparative task 2 

Task 2 consisted of identifying an individual, given 

the family relation he/she pertains to the central 

individual. We expected that TT mode would improve 

accuracy, as information provided by the tooltip allows 

user to confirm whether their answer is correct. We did 

not expect the GE mode to be particularly useful for this 

task other than allowing users to narrow down candidates 

by emphasizing individuals of the desired generation. 

Accuracy results partially confirm our expectations 

for the TT mode, in which expert users achieved 100% 

accuracy. Although this is remarkable, no significant 

difference was found compared to OT mode. In general, 

expert users had better accuracy than novice users, 

though this was only significant for the TT mode. Again, 

this hints that this mode is susceptive to the technique 

learning effect. Accuracy for GE mode was significantly 

worse than for OT mode, which we interpreted as a sign 

that GE mode is not particularly helpful for this task. 

Expert users again performed better than novice users, 

and this was significant for the TT mode. 

Both GE and TT modes significantly lowered user 

efficiency, with no significant difference between experts 

and novices. This seems to confirm that GE mode was 

not adequate for the task. As for TT mode, observers 

again noted that the tooltip was utilized to confirm user 

answers, which explains the lower efficiency.  

Users significantly assessed GE mode as less easy to 

use than OT and TT (both had a median of “very easy”, 

while GE was assessed as “easy”), which is in 

accordance with the poor performance attained in this 

mode. User preferences were significant, with TT being 

the preferred mode, followed by GE mode as the second 

preferred mode and by OT mode as the least preferred. 

In summary, we observed slightly better expert user 

accuracy for the TT mode, despite the fact that it implied 

a significant decrease in efficiency. The fact that TT 

mode was significantly preferred over other modes 

suggests that the efficiency loss is acceptable to users, 

possibly because they feel more confident in this mode. 

4.3. Comparative task 3 

Task 3 consisted of identifying the family relation of 

a given individual relative to the central individual. 

Because the tooltip explicitly shows this information, we 

expected the TT mode to improve both accuracy and 

efficiency over the original technique. GE mode can also 

improve performance for this task by allowing users to 

adjust the tool’s generation until a given individual is 

emphasized, thereby helping to infer the family relation. 

Accuracy results confirm our expectations: users had 

significantly better accuracy when using either TT or GE 

modes, when compared to the original technique. 

In terms of efficiency, users performed better on the 

TT mode, compared to the original technique, however 

the difference was not significant. No significant 

accuracy or efficiency differences were found between 

expert and novice users for this task. 

Users assessed the TT mode as significantly easier 

than the original mode, though all modes attained a 

median classification of “very easy”. Preferences were 

significant and mimicked the task 2 results.  

In summary, both TT and GE modes allowed for 

significantly better accuracy than the original technique. 

Efficiency slightly improved for the TT mode and users 

assessed this mode as being significantly easier. This 

mode was significantly preferred over GE mode, which 

in turn was preferred over the original technique.  

4.4. Exploratory tasks 4-6 

Tasks 4-6 intend to evaluate downward navigation 

(DN), a feature not available in the original technique.  

Task 4 was split into two sub-tasks: a) Count the 

children of a given individual; b) Navigate to and select 

all children of a given individual (implies navigating 

down and upwards the family structure). Accuracy for 

task 4a was near perfect: all but one user were able to 

successfully complete this task. Task 4b had significantly 

less accuracy, but still attained a high success ratio of 

88% (see Table 5). Execution times (see Table 6) were 

low for both tasks, hinting that they were easy to 

execute. Once again, expert users had better efficiency 

than novice users, and this was significant for task 4b. 

Reported ease of use for task 4a had a median of “very 

easy”, while task 4b had a median of “easy”. These 

results suggest that the DN feature is adequate to identify 

and navigate to children of represented individuals. 

 

User 

Type 

Task 4 a) 

SR 

Task 4 b) 

SR 

Task 5 

SR 

Task 6 

SR 

Novice 96% 83% 33% 88% 

Expert 100% 92% 38% 88% 

All 98% 88% 35% 88% 

SR: Success ratio 

Table 5 – Accuracy for tasks 4-6 

User 

Type 

Task 4 a) Task 4 b) Task 5 Task 6 

MET SD MET SD MET SD MET SD 

Nov. 10.9 7.5 47.4 21.4 36.9 31.6 46.5 25.9 

Exp. 10.7 7.7 29.5 12.9 18.2 8.4 37.8 10.9 

All 10.8 7.5 36.8 18.8 25.7 22.5 41.3 18.6 

MET: Mean execution time in seconds   SD: Standard deviation 

Table 6 – Efficiency for tasks 4-6 

Task 5 evaluates whether the DN tool can be used to 

identify siblings of an individual. Accuracy results for 

this task were poor, with only 35% of users successfully 

identifying all siblings. These results may be partially 

explained by the fact that the individual in question had a 

half-sibling, which users failed to identify (92% of users 

did identify the “full” siblings). While efficiency was 

reasonable, its relevance is attenuated by the poor 

accuracy. Median for ease of use was “easy”, with nearly 

20% assessing the task as not easy. These results suggest 

that the DN tool is not adequate do identify siblings, 

especially if half-siblings are present. 



Task 6 involved navigating downward a family 

structure along 8 generations, according to a given 

lineage. The task seeks to evaluate whether users are able 

to locate a remote descendant using the DN tool. 

Accuracy was high, with 88% of users successfully 

completing the task. Efficiency seems adequate for the 

task, with expert users completing the task about twice as 

fast as novice users. Median ease of use was “easy”, 

however 50% of users assessed the task as “very easy”. 

These results suggest that the DN tool is adequate to 

locate a remote descendant from a known lineage within 

a deep family structure. 

4.5. Overall User Experience 

A post-tasks questionnaire was used to evaluate 

overall user experience aspects and to elicit user 

suggestions that might help us improve our methods and 

guide further work. A set of questions asked users if they 

agree that individual features, from both original and 

extended techniques, helped them understand the family 

structure inherent to the pedigrees (5-point Likert-like 

scale). To this effect, users strongly agreed that TT 

mode, GE mode and using color to differentiate males 

from females were helpful. They partially agreed that 

element disposition, the ability to change the number of 

represented generations and upward and downward 

navigation were helpful. They also partially agreed that 

the visualization technique helps assess family density 

and depth, and that they would recommend the technique 

to third-parties.  

Another set of questions asked users whether they 

agreed that individual features were difficult to use. 

Users strongly disagreed they had difficulty using TT 

mode and interpreting colors, and partially disagreed in 

relation to element layout, GE mode, zoom and upward 

and downward navigation. 

A third set of questions inquired whether specific 

aspects of the representation where adequate. Users 

partially agreed to all aspects, though the readability of 

element text had a more spread distribution and may 

indicate that this particular aspect can be improved. 

Finally, users were asked to openly comment the 

technique and offer suggestions. The more common 

suggestions were to improve element text readability and 

to have the technique automatically adjust the number of 

displayed generations if the existing generations on a 

pedigree are less than the current representation holds (2 

users each). The former suggestion confirms that text 

readability should indeed be improved, while the latter 

could make an interesting feature for future extensions. 

In summary, both TT and GE modes appear to be 

useful and easy to use, though users had more difficulty 

with the latter. Upward and downward navigation seem 

to need some improvement, perhaps inter-pedigree 

animation would help users maintain context of the 

family structure (for example, by sliding new and 

existing elements of the pedigree along the 

representation). Element text readability of our 

implementation also appears to need improvement. 

5. Conclusions 

In this paper we presented an evaluation designed to 

assess if and how a proposed set of extensions affect the 

original H-Tree Layout Pedigree visualization technique. 

The evaluation results suggest that these extensions 

improve user performance on some tasks, effectively 

provide new functionality, and that user experience is 

generally enhanced, even when performance is not 

improved. Results also suggest that specific aspects can 

still be improved, such as helping users maintain context 

during navigation, improving text readability and making 

the generation emphasis tool more explicit and easy to 

use. These issues could be the focus of further 

development of this technique. 
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