
 
 

 

  
Abstract—The paper shows that the data exchange between 

a host computer and FPGA-based matrix-oriented accelerators 
might influence the total time of computations significantly. 
Two methods based on data compression have been examined. 
The first one provides matrix compression in a host computer 
and decompression in an FPGA. The second method makes 
possible to execute operations required for solving 
combinatorial problem over compressed matrices. The 
proposed architecture for FPGA-based SAT accelerator 
attains high performance and it makes possible very complex 
SAT problem instances to be solved. 
 

Index Terms—data compression/decompression, FPGA, 
combinatorial optimization, SAT solver. 
 

I. INTRODUCTION 
ANY engineering problems can be formulated 

through the Boolean satisfiability (SAT) [1]. 
Numerous practical applications that require this technique 
can be found in [2]. For example, a fixed channel 
assignment algorithm, used in mobile cellular 
communication, assigns frequency channels to calls such 
that the frequency separation constraints are satisfied and 
the total bandwidth required by the system is minimized. By 
encoding the constraints into clauses, the problem becomes 
an instance of SAT [2]. 

It is known that the SAT problem can be formulated over 
different models [3] and we will consider for such purposes 
ternary matrices [4,5]. They have been chosen because of 
the following reasons: 1) processing ternary matrices 
involves relatively simple operations over discrete vectors 
(rows and columns), which allows the required resources to 
be minimized and the time of computations to be reduced; 
2) recent FPGAs contain a large number of dual-port 
embedded memory blocks, which make possible the 
matrices to be stored and processed very efficiently; 3) 
using masks of rows/columns permits just one storage to be 
allocated for the initial and for all the intermediate matrices 
that have to be constructed during execution of the 
respective combinatorial algorithms. 

Note, that for a number of practical applications the 
complexity of FPGAs is not sufficient for implementing 
SAT solvers and the resources have to be partitioned 
between software running on a general-purpose computer 
(such as PC) and hardware (such as an FPGA-based 
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accelerator). Some examples of applying this technique can 
be found in [5,6,7]. This involves multiple data exchange 
between hardware and software, which is either costly (in 
case of using expensive PCI boards with FPGAs) or time 
consuming (for communicating through external PC 
interfaces).  

In order to combine advantages of matrix-oriented 
approach and to improve characteristics of data exchange, 
the following two methods have been explored: 1) the 
technique for matrix compression/decompression permitting 
to reduce the size of matrices in software, to transmit them 
to an FPGA and to restore the original matrices in hardware; 
2) matrix transfer in a relatively simple compressed form 
and solving in hardware a 3-SAT problem [6,8] over 
transmitted matrices avoiding decompression steps. A 
similar approach was discussed in [9]. This paper reports 
some new results in the considered scope and provides 
implementation details for the SAT algorithm proposed in 
[9]. 

The remainder of the paper is organized in five sections. 
Section II describes the method that has been used for data 
compression/decompression. Section III shows how the 
proposed method has been applied to compression and 
decompression of discrete matrices that have been used for 
solving combinatorial problems. Section IV discusses 
implementation details of 3-SAT solver over compressed 
ternary matrices. Section V presents the results of 
experiments. The conclusion is given in Section VI.  

 

II. METHOD OF DATA COMPRESSION AND DECOMPRESSION 
Method of compression/decompression is based on an 

adaptive Huffman algorithm with some modifications 
allowing for improved compression by taking advantage of 
redundancy in sequences with consecutive segment 
repetitions. Implementation of the method in FPGA has 
been provided with the aid of recursion using the model of a 
hierarchical finite state machine [10] described in system-
level specification language Handel-C. Since 
compression/decompression technique has been provided 
for discrete matrices, it has been applied to segments of 
matrices that are either binary or ternary vectors. It is 
allowed the size of segments to be changed, which enables 
us to verify the influence of the size on compression ratio. 
Fig. 1 [11] demonstrates the basic steps for matrix 
compression. 

In our example (see Fig. 1, a) each segment consists of 4 
bits and totally there are 8 segments, some of which are 
repeated either consecutively (such as C) or non-
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consecutively (such as B). Characteristics of the segments 
are saved in the table of repetitions (see Fig. 1, b). Binary 
tree for sorting (see Fig. 1, c) takes into account the number 
of non-consecutive repetitions. The successive steps (see 
Fig. 1 d,e,f) for constructing the Huffman tree have been 
provided in accordance with the method [12] and the final 
tree is depicted in Fig. 1,f. The codes for the compressed 
segments, taken from the Huffman tree in Fig. 1,f, are 
shown in the coding table (see Fig. 1, g). As a result the 
compression ratio (see Fig. 1, a, h) is equal to 2.46. 
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Fig. 1. Basic steps of the used compression method 

Decompression is executed over compressed codes (see 
Fig. 1,h) with the aid of the coding table (see Fig. 1, g). For 
segments that are repeated consecutively, the coding table 
(see Fig. 1,g)  indicates the number of bits reserved to 
denote the number of the respective occurrences of these 
segments in the original sequence. These numbers are taken 
into account during the decompression step in order to 
determine the exact number of repetitions of each segment. 
In the example of Fig. 1, two bits have been reserved for 
dealing with consecutive repetitions of segment C, which is 

suitable for the longest case. In some cases, the number of 
bits for coding the number of consecutive repetitions can be 
reduced and this permits better compression ratios to be 
obtained.  

Software/hardware implementation details for the 
considered methods are given in [11]. The implemented 
algorithms make possible to change the size of segments for 
compression/decompression. For example, for matrices 
containing many don’t care values increasing the size of 
segments gives better results for compression ratio. 

 

III. USING COMPRESSION/DECOMPRESSION TECHNIQUE FOR 
COMBINATORIAL PROBLEMS 

The most common approach to solving combinatorial 
problems is based on construction of a search tree [4,5]. The 
root of the tree corresponds to the matrix M, which contains 
initial data for the given problem. All other nodes of the tree 
represent minors (sub-matrices) of the initial matrix which 
have been constructed during the search process. Any minor 
is built by removing some columns/rows from the matrix 
corresponding to the parent node of the relevant child node. 
For example a hardware/software SAT solver discussed in 
[4,5] executes the following sequence of steps beginning 
from the root of the tree: 
• If FPGA has sufficient resources to handle the initial 

matrix M the SAT problem is completely solved in 
hardware; 

• If FPGA does not have sufficient resources then software 
applies methods [4,5] allowing the initial matrix to be 
reduced. These methods are repeated while a minor 
(sub-matrix) obtained at a current step does not satisfy 
constraints settled by the available FPGA resources. As 
soon as these constraints have been satisfied the 
hardware will be responsible for the subsequent steps, 
i.e. the minor will be transmitted to FPGA for further 
processing; 

• If hardware solves the problem the result in form of a 
vector (designated w) is dispatched to the host 
computer; 

• If the considered branch of the search tree does not allow 
a solution to be found the software is informed through 
a special signal and a new branch of the tree is selected. 
If a new branch does not exist the problem instance is 
unsatisfiable. 

Fig. 2 illustrates how these rules can be applied to a 
practical example. The problem is being solved by 
executing sequentially steps a,…,g shown in Fig. 2. At each 
step reduction and selection rules considered in [5] are 
applied. The resulting vector is incrementally constructed in 
the order indicated by the numbers 1-5 enclosed in squares. 
The last number 5 denotes the solution (i.e. the vector w). 
Let us assume that FPGA is able to solve the problem over 
matrices with the maximum size 5x5 (i.e. 5 rows and 5 
columns). Thus, after the steps b and f the respective sub-
problems can be transferred to FPGA whereas the steps a, b 
and f have to be implemented in a host computer. 
Compression technique is applied to reduce the volume of 
data transferred to FPGA after the steps b and f and it is 
performed in such a way that data are compressed in the 
host computer and decompressed in FPGA.  



 
 

 

As a rule, FPGA-based SAT solvers make possible to 
process matrices with up to 128/256/512/1024 columns. 
Different values are given because they depend on resources 
available for the selected FPGA. Obviously, more complex 
FPGAs are more expensive and it is difficult to find a 
compromise between minimal cost and high performance of 
the respective SAT solver. Less expensive FPGAs with 
smaller resources require more extensive data exchange and 
the involved transfer time increases the total time for 
solving the problem significantly. Thus, it is reasonable to 
evaluate an efficiency of matrix compression/decompression 
technique, which permits the size of transmitted data to be 
reduced. Note that the result produced by an FPGA is either 
a simple vector, which represents the solution for a 
satisfiable problem instance (see the vector w in Fig. 2 
indicated by the number 5), or a signal indicating that the 
sub-matrix (minor) is unsatisfiable. Therefore it is sufficient 
to apply a compression technique in a host computer and a 
decompression technique in an FPGA, i.e. just for high 
volume of data involved in minor transfer (see Fig. 2).  
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Fig. 2. Example of combinatorial search for solving the Boolean 
satisfiability problem 

Matrix compression/decompression technique might be 
useful if the following conditions are valid [9]: 

• Additional hardware that is necessary to implement the 
decompressing circuits is reasonable. The latter can be 
estimated as follows. Let us assume that FPGA 
resources can be defined as RFPGA, the resources 
needed to handle matrices with n(2n) columns are 
Rn(R2n). If Rn ≤ RFPGA< R2n and after implementing the 
SAT solver for an n-column matrix the remaining part 
of the FPGA (i.e. RFPGA-Rn) is sufficient to build the 
decompressing circuits, then additional hardware is 
reasonable. The values n and 2n are considered 
because we assume that matrices are kept in FPGA 
embedded memory blocks with reprogrammable 
numbers of inputs and outputs. Incrementing an 
address size (i.e. adding one input) causes the number 
of the available memory block outputs to be reduced 
by a factor of 2 [13]. 

• Let T be the time of data transfer without the use of 
compression/decompression and the following 
expression is satisfied: T>(Tt+Th), where Tt is the time 

of compressed data transmission, Th is the time for data 
decompression in FPGA.   

In order to validate these conditions the following 
technique has been applied. 

• Matrix compression and decompression have been 
employed for the hardware/software SAT solver 
considered in [5]. 

• Data compression/decompression has been provided 
with the aid of the method described in section II.  

• All the circuits have been synthesized in DK3 design 
suite of Celoxica from specification in Handel-C [14] 
and implemented in XC2V1000 Virtex-II FPGA 
available on Celoxica RC200 prototyping board. The 
clock frequency was set to 50 MHz.  

• C++ language has been used for the design of software 
programs running on PC Pentium-IV/2.2 GHz and 
interacting with the RC200 through Ethernet interface. 

• In order to analyze capabilities of serial 
communications, data transmission through RS232 and 
USB interfaces has been modeled in software in order 
to obtain the relevant timing characteristics. This 
permits the experiments performed in [9] to be 
extended. 

Analysis of the results for data exchange through 
Ethernet interface [9] has shown that independently of a 
good ratio for data compression the total time is increased, 
i.e. for all the examples Th+Tt>T. However modeling for 
serial interfaces has exhibited different results, i.e. Th+Tt<T 
and the total time has been shortened. Thus for fast matrix 
transfer (such as that is provided by either Ethernet or PCI 
interfaces) compression/decompression technique does not 
permit to get better results. For such applications another 
method for solving combinatorial problems over 
compressed matrices is proposed and analyzed (see section 
IV). If slower interfaces for matrix exchange are used the 
considered above compression/decompression method can 
directly be used. 

 

IV. SAT SOLVER OVER COMPRESSED TERNARY MATRICES 
Note that any compression technique leads to non-equal 

sizes of different segments (see section II) and this conducts 
to irregularity of different SAT solver blocks, such as the 
matrix memory, the combinational circuit, etc. To cope with 
this problem the following approach has been employed [9]. 
1. The developed software application transforms any 

matrix that is going to be dispatched to FPGA in such a 
way that all the matrix rows contain not more than three 
non-don’t care values. It is known that such a technique 
is called 3-SAT [8] and the respective transformation 
can be done in polynomial time.  

2. Any non-don’t care value (i.e. any one or zero) is 
coded by its index followed by the value. For example, 
the vector [0-------1-1----] is coded as 0000 0 1000 1 
1010 1, where 0000 is the index code of 0, 1000 is the 
index code of 1, etc. The size 4 for any code was chosen 
because we assumed the size 15 for any vector. 
Obviously, the larger the size of vectors the more 
efficient compression ratio will be achieved. Besides, in 
[5] the SAT circuit had to read any row/column of the 
matrix. In order to speed up this operation (in particular, 



 
 

 

column access) both an initial matrix and its transpose 
have been stored, which consequently required a double 
size of memory. Indeed in [5] any vector with 255 
elements requires 510 bits of storage. The same vector in 
the compressed form needs just 27 bits and the 
compression ratio is about 19.  

The algorithm implemented in hardware is presented in 
[9] (see Fig. 2 in [9]). If the vector has less than 3 non-don’t 
care values then the flag containing all ones in the 
respective code is used. For example, the vector [-------------
--] can be coded as 1111 0 1111 0 1111 0. Thus an r-bit 
code can be used for any matrix, which has no more than 2r-
1 columns and the number of matrix rows is limited just by 
the available FPGA resources. 

Fig. 3 depicts the proposed architecture of the 
compressed-matrix-oriented SAT solver. The multiplexers 
MUX1, MUX2 and MUX3 detect non-masked columns in 

each row. We have already mentioned that the maximum 
number of such columns for any row is equal to 3. The 
column mask register keeps an n-bit vector (n is the 
maximum number of columns and we assume that n = 2r-1, 
r = 2,3,….). It contains 0/1 for masked/non-masked matrix 
columns. This register enables us to execute operations over 
any minor within the same matrix memory. The n-bit mask 
vector is formed incrementally when we apply the rule 2 
from [9], i.e. when columns corresponding to the 
components of the resulting vector w with values 1 and 0 
must be found and deleted from the matrix. The data bit n+1 
for MUX1, MUX2, MUX3 is permanently set to 0 to 
eliminate fields of any row not containing either ones or 
zeros. We have already mentioned that the codes of such 
(don’t care) elements in any row are composed of all ones. 

MUX1

MUX2

MUX3

C
ol

um
n 

m
as

k 
re

gi
st

er

field1

field2

field3

C
om

bi
na

tio
na

l c
irc

ui
t (

C
C

)

FE2

FE3

FE2

FE2

FE3

FE3

the number
of the column

selected

the value
selected

RAM with compressed data

each line
corresponds
to one row

of the matrix

field1 fv1 field2 fv2 field3 fv3
As many

as possible

fv1

fv2

fv3

Stack W

Stack of branch
assigned values

Stack for FE
memory blocks

only don’t cares

FE1 FE1

FE1

current data next data
bit1(fieldi) bit2(fieldi) fvi bit1(fieldi) bit2(fieldi)

0             0      0            0             1   
0             0      1            1             0
0             1      0            0             1   
0             1      1            1             1
1             0      0            1             1   
1             0      1            1             0
1             1      0            1             1   
1             1      1            1             1

Rule4_vector

Column
address

(CA)

bit1(CA) bit2(CA)

 

Fig. 3. Architecture of FPGA-based compressed-matrix-oriented SAT solver 

The functional elements FE1, FE2 and FE3 permit 
individual components of ternary matrix rows to be 
analyzed and the combinational circuit (CC) allows the 
considered rules to be applied to the complete rows. Any FE 
forms 2-bit results, which indicate: 

• 00 – the component is masked because the column mask 
register indicates this; 

• 01 – the component is not masked and it is equal to zero; 
• 10 – the component is not masked and it is equal to one; 
• 11 – the component is orthogonal to the relevant element 

of the vector w indicating that the respective row is 
masked. 

The first three codes composed of bits o1 and o0 are 
formed as follows (see Fig. 3): if fvi=0 and MUXi=1 then 
o1=0, o0 =1, else if fvi=1 and MUX=1 then o1=1, o0 =0, 
else o1=o0=0. Constructing the last code (o1=o0=1) involves 
more complicated operations. Each FE contains a memory 
block, which has n 2-bit words. The vector w can be 
changed by two possible ways: 1) an element of w with 
some index k gets the value 1 or 0 because a column for 
branching has been selected; 2) the rules 3 and 4 from [9] 
are applied. The rule 3 states that if the matrix contains a 
row with just one component 0 (1) with an index i then the 
element i of the vector w must be assigned the value 1 (0), 



 
 

 

i.e. the inverted value. The rule 4 says that if there is a 
column j in the matrix without values 1 (0) then the element 
j of w can be assigned the value 1 (0).  In both cases the 
respective word having the address k in the memory block is 
set to the values of w1 and w0 [9] (which compose the vector 
w) for the index k. Any ternary vector is coded as in [4,5], 
i.e. with the aid of two binary vectors w1 and w0 in such a 
way that w1/w0 contains ones in the same elements as the 
ternary vector contains ones/zeros and all the other elements 
of w1/w0 are zeros. This permits the considered rules to be 
checked for the entire vector in a relatively simple 
combinational circuit. Thus, at any current step the memory 
block words keep the vector w in such a way that any 
element k of w can be found through the respective address 
k. Three memory blocks make possible to test in parallel the 
fields fv1, fv2, fv3 using combinational circuits. For 
example, any field fvi is orthogonal to the vector w if 1) it is 
non masked, i.e. MUXi ≠ 0 and 2) if fvi = 0 and the first bit 
of the memory block i on the address fieldi has the value 1 
or if fvi = 1 and the second bit of the memory block i on the 
address fieldi has the value 1. Testing the row composed of 
the fields fv1, fv2, fv3 (i.e. examining the rule 2 from [9]) 
can be done using the same combinational circuit, which 
was considered in [5]. 

For branching, instead of dynamic selection of the next 
decision variable (column), a static selection has been 
employed. For this purpose, as a pre-processing step, all the 
columns have been sorted according to the number of non-
don’t care values in an ascending order and the selection 
has been performed from the first to the last matrix column. 
Our experience has shown that such predefined sequence 
minimizes the required FPGA resources and does not reduce 
performance (in hardware). 

If any column is selected then the 2-bit words for all FE 
will be set to either 10 (if the value 1 for the column is 
considered) or to 01 (if the value 0 for the column is 
considered). The sequence of branching for any column of 
the matrix has been set as follows: firstly the value 0 is 
assigned to a predefined column and secondly (if a solution 
was not found for the value 0) the value 1 is assigned to the 
same column. 

In case of applying the rule 3 [9] the block CC (see Fig. 
3) permits to test this rule and if the row has just one 
component 0 (1) the CC determines the index i of this 
component (i = either 1 or 2 or 3). This index permits to 
identify the code field, which is considered as the address 
supplied to the second port of all the FE memory blocks. 
The value written to all the FE memory blocks is either 01 
(in case if the row contains just one 0) or 10 (in case if the 
row contains just one 1). 

The block Rule4_vector in Fig. 3 incrementally constructs 
a vector υ supplying data about matrix columns required for 
the rule 4 [9]. Basic functions of this block will be explained 
on a trivial example of the following matrix M (n=7, m=5) 
and the results accumulated for the matrix rows to be 
examined sequentially in the order 1)…5): 

            0--1--1        1) υ=01 00 00 10 00 00 10 
            0-00---        2) υ=01 00 01 11 00 00 10 
   M =  --1-0--        3) υ=01 00 11 11 01 00 10 
            ----10-        4) υ=01 00 11 11 11 01 10 
            -1-0--0        5) υ=01 10 11 11 11 01 11 
 

At the beginning υ = 00  00  00  00  00  00  00 and it is 
kept in a special memory block B as seven 2-bit words 
addressed from 000 to 110. Any 0(1) component of the 
matrix M changes the respective 2-bit value of υ in 
accordance with the truth table shown for the block 
Rule4_vector in Fig. 3. Thus the component code 01 (10) in 
the final vector υ indicates the column with all zeros and 
don’t cares (ones and don’t cares), i.e. what is required for 
the rule 4. The data field1, field2, field3 (see Fig. 3) are used 
to address the memory block B and the matrix values fv1, 
fv2, fv3 permit to change the components of υ as it is shown 
in Fig. 3. After all matrix rows have been examined using 
the algorithm from [9] the components of υ are read 
sequentially on addresses of the block B from 0 to n-1 (see 
CA input and bit1(CA), bit2(CA) outputs of the block 
Rule4_vector in Fig. 3) and change the vector w in 
accordance with the rule 4 [9]. 

Finally, all the considered above rules can be examined. 
Note that just the rule 4 [9] needs multiple clock cycles and 
all the other rules can be tested by combinational circuits. 
This enables us to construct a very fast FPGA-based SAT 
solver and it will be proven on examples in the next section. 

Fig. 3 contains also some stacks. They are used during 
forward traversing of the search tree (in order to keep data 
about branch points and intermediate solutions) and for 
backtracking (to restore intermediate matrices in branch 
points). This is exactly the same as in [5]. The stack W 
keeps at each level two vectors w1 and w0 coding the ternary 
vector w. The level is identified by the number of push 
operations starting from the beginning and makes possible 
to restore the vector w at any branch point during 
backtracking. The stack of branch assigned values enables 
us to assign sequentially 0 and 1 to any column, which has 
to be chosen as a branch point in accordance with the 
predefined sequence. The stack for FE memory blocks 
allows the initial values of FE memory blocks during 
backtracking process to be restored. In conjunction with the 
column mask register (see Fig. 3) the stacks permit to use 
just one memory for the initial and all intermediate matrices. 
Indeed, during forward search any minor (intermediate 
matrix) is identified by the respective masks and during 
backtrack any previously considered minor can be restored 
with the aid of data keeping in the stacks. 

 

V. THE RESULTS OF EXPERIMENTS AND IMPLEMENTATION 

DETAILS 
A SAT solver with architecture shown in Fig. 3 has been 

designed in DK3 environment [14] from specification in 
Handel-C and implemented in Xilinx Virtex-II XC2V1000 
FPGA (Celoxica RC200 prototyping board). The 
implemented in FPGA circuits permit to process in 
hardware matrices containing up to 255 columns and 1500 
rows. The clock frequency was set to 45 MHz. Note that the 
considered circuit has a high performance, which can be 
estimated analyzing data in Table 1 (note that the results of 
[9] have been slightly improved).  

The first column in Table 1 indicates the initial matrix 
dimensions (columns n × rows m). In all the examples we 
have used randomly generated 3-SAT formulae. The second 
column shows whether the respective problem instance is 



 
 

 

satisfiable. Usually, unsatisfiable instances are more 
difficult to solve since the algorithm needs to traverse the 
whole search space to be sure that there is no solution, while 
in a satisfiable problem instance as soon as a solution is 
found the search process is stopped. 

The third column in Table 1 keeps the time required to 
solve the respective problem instance in an FPGA and 
excludes the time needed for compression of the initial 
matrix in software and the time spent in communications 
between a host computer and an FPGA via Ethernet 
interface. In fact, the compression for the considered 3-SAT 
problem instances is trivial and Ethernet communication is 
very fast. Thus, the excluded time is negligible.  

Finally, the last column permits us to estimate the FPGA 
resources (in terms of FPGA slices) required to implement 
the designed SAT circuits. Note that FPGA resources for 
circuits processing matrices with dimensions 255×256, 
255×1000 and 255×1500 are equivalent because increasing 
the number of rows in a matrix is done at the cost of 
employing additional embedded in FPGA memory blocks 
whereas the complexity of components, which are used for 
applying the primarily algorithm rules, remains practically 
the same. Our analysis has shown that the available 
XC2V1000 FPGA resources permit the dimensions of 
matrices to be increased to 511 columns and 1500 rows. 

Table 1. The results of experiments with the compressed-matrix-
oriented SAT solver 

Matrix 
(n × m) The result 

Time for 
solving the 
problem in 
FPGA (s) 

% of 
used 

FPGA 
resources 

127×128 Satisfiable 0.00081 29 
127×500 Unsatisfiable 0.125 29 
255×256 Satisfiable 0.00343 53 

  255×1000 Unsatisfiable 0.189 53 
255×1500 Unsatisfiable 0.252 53 
 
Finally, we can conclude that the proposed technique 

makes possible to combine data compression with a 
possibility to deal with simple and fast operations over 
ternary vectors, which permits to construct SAT solvers for 
very complex problem instances. Handel-C source code for 
the decompression circuit and the compressed-matrix-
oriented SAT solver are available online in [15]. 

VI. CONCLUSION 
One of the problems inherent to combinatorial search 

algorithms in general and SAT-solvers in particular is the 
relatively high volume of data that have to be transferred 
from a host computer to the combinatorial accelerator, 
especially in the case of partitioning the problem between 
general-purpose software and application-specific hardware. 
Due to the complexity of combinatorial problem instances 
this partitioning is very common. To reduce influence of 
data exchange on the total time of computations, two 
methods have been explored and analyzed. The first one 
assumes matrix compression in software running on a host 
computer, transferring the compressed data and their 
decompression in FPGA. The second method assumes 
matrix transformation to the 3-SAT problem (which has a 

polynomial time complexity) and a very simple compression 
on a host computer. The compressed matrices are dispatched 
to the FPGA-based accelerator, which handles them without 
any decompression. A novel architecture has been proposed 
for such purposes. The results of experiments have shown 
that SAT accelerators with the suggested architecture 
provide very fast solutions for complex problem instances 
utilizing FPGAs with relatively limited resources. 
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