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1.1 Introduction

The term bias has been widely used in Machine Learning and Statistics
with somewhat different meanings. In the context of Machine Learning,
Mitchell [25] defines the bias as any basis for choosing one generalization

over another, other than strict consistency with the instances. In [17] the au-
thors distinguish two major types of bias: representational and procedural.
The former defines the states in a search space. It specifies the language used
to represent generalizations of the examples. The latter determines the order
of traversal of the states in the space defined by a representational bias. In
Statistics, bias is used in a somewhat different way. Given a learning problem,
the bias of a learning algorithm is the persistent or systematic error the learn-
ing algorithm is expected to achieve when trained with different training sets
of the same size. To summarize, while Machine Learning bias refers to restric-
tions in the search space, Statistics focus on the error. Some authors [13, 19]
have presented the so called Bias-Variance error decomposition that gives
insights on a unified view of both perspectives. Powerful representation lan-
guages explore larger spaces with a reduction on the bias component of the
error (although by increasing the variance). Less powerful representation lan-
guages are correlated with large error due to a systematic error. Often as one
modifies some aspect of the learning algorithm, it will have opposite effects on
the bias and the variance. For example, usually as one increases the number
of degrees of freedom in the algorithm, the bias error shrinks but the error
due to variance increases. The optimal number of degrees of freedom (as far
as expected loss is concerned) is that which optimizes this trade-off between
bias and variance.

In this article we study the problem of bias management when there is a
continuous flow of training examples, e.g., the number of training examples
increases with time. We argue that for an increased number of training ex-
amples, Machine Learning algorithms should strength bias management. We
discuss methods that monitor the evolution of the error for incoming exam-
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ples. A closely connected problem is that whenever collecting data over time,
the target function generating data can change. The same techniques that
monitor the evolution of the error can be used to detect drift in the concepts
to learn. Both aspects require some sort of control strategy over the learning
process. This reflection on the learning process is related to meta-learning and
learn to learn.

The rest of this chapter is organized as follows. The next section presents
the basic concepts on learning from data streams and tracking time-changing
concepts. The Section 2 discusses the problem of dynamic bias selection and
presents two examples of bias management learning algorithms: the Very Fast
Decision Tree, and the Adaptive Prequential Learning Framework. Section 3
summarizes this chapter and present general lessons learnt in this work.

1.2 Learning from Data Streams

In many applications, learning algorithms act in dynamic environments where
the data flows continuously. If the process is not strictly stationary (as most of
real world applications are), the target concept can change over time. Never-
theless, most of the work in machine learning assumes that training examples
are generated at random according to some stationary probability distribu-
tion. In the last two decades, machine learning research and practice focus
in batch learning usually using small datasets. In batch learning, the whole
training data is available to the algorithm, that outputs a decision model after
processing the data eventually (or most of the times) multiple times. The ra-
tionale behind this practice is that examples are independent and identically
distributed. Most learners use a greedy, hill-climbing search in the space of
models. As pointed-out by some researchers [3], those learners emphasis in
variance reduction.

What distinguishes current data sets from earlier ones is automatic data
feeds. We do not just have people who are entering information into a com-
puter. Instead, we have computers sending data to each other. Nowadays
there are applications in which the data is modeled best not as persistent
tables but rather transient data streams. Examples of applications include
network monitoring, web applications, sensor networks, telecommunications
data management, financial applications, etc. In these applications it is not
feasible to load the arriving data into a traditional database management sys-
tem. Traditional DBMS are not designed to directly support the continuous
queries required in these applications [2].

Data mining offers several algorithms for these problems, and learning
from data streams pose new problems to data mining. In [18] the authors
present desirable properties for learning in data streams: incrementality, on-
line learning, constant time to process each example, single scan over the
training set, take drift into account. In these situations the assumption that
the examples are generated at random according to a stationary probability
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distribution will usually not hold. In complex systems and for large time peri-
ods, we should expect changes in the distribution of the examples. A natural
approach for these incremental tasks includes adaptive learning algorithms,
that is incremental learning algorithms that take into account concept drift.
P. Domingos and G. Hulten [18] identify desirable properties of learning sys-
tems that are able to mine continuous, high-volume, open-ended data streams
as they arrive.

• Require small constant time per data example;
• Use fix amount of main memory, irrespective to the total number of ex-

amples;
• Built a decision model using a single scan over the training data;
• Any time model;
• Independence from the order of the examples;
• Ability to deal with changes in the target concept. For stationary data,

ability to produce decision models that are nearly identical to the ones we
would obtain using batch learner.

Solutions to these problems require new sampling and randomize tech-
niques, and new approximate and incremental algorithms. Some data stream
models allow delete and update operators. For these models or in the pres-
ence of context change, the incremental property is not enough. Learning al-
gorithms need forgetting operators that discard outdated parts of the decision
model: decremental unlearning [9].

An important concept through out works in change detection is the con-
cept of context. A context is defined as a set of examples where the function
generating examples is stationary [28]. We can consider a data stream as a
sequence of contexts. Changes between contexts can be gradual - when there
is a smoothed transition between the distributions; or abrupt - when the dis-
tribution changes quickly. The aim of this work is to present a straightforward
and direct method to detect the several moments when there is a change of
context. If we can identify contexts, we can identify which information is out-
dated and re-learn the model only with relevant information to the present
context.

1.2.1 Concept Drift

Work on Statistical Quality Control present methods and algorithms for
change detection [1, 28]. It is useful to distinguish between off-line algorithms
and online algorithms. In both cases the objective of change detection is to
detect whether there is a change in the sequence, and if so, when it hap-
pened. In the former case, the algorithm uses all the information about the
sequence of values. In the later the algorithm processes the sequence element
by element. The goal is to detect a change as soon as possible. Of course,
online algorithms for change detection are in the framework of data streams.



4 João Gama and Gladys Castillo

The most used online algorithms for change detection are: Shewhart control

charts, CUSUM-type algorithms, and GLR detectors.
Sequential Analysis is a way of solving hypotheses testing problems when

the sample size is not fixed a priori, and depends on data that have been
already observed [12]. Suppose we are receiving a sequence of observations
(yn). Assume that the data is being generated at random accordingly to some
unknown distribution function with parameters θ0. At a certain point in time,
the parameters of the unknown distribution function change to θ1. The prob-
lem is to detect that the distribution generating data we are observing now is
different from the one that was generating data in the past. The main result of
sequential analysis is the sequential probability ratio test. This test can be used
for testing between two alternative hypothesis H0 = θ : θ0 and H1 = θ : θ1.
At time n we make one of the following decisions:

• accept H0 when Sn ≤ −a
• accept H1 when Sn ≥ h
• continue to observe and to test when −a < Sn < h

where Sn = ln
pθ1

(yn

1 )

pθ0
(Y n

1 )

and −a, h are thresholds such that −∞ < −a < h < ∞.

1.2.2 Tracking Drifting Concepts

There are several methods in machine learning to deal with changing con-
cepts [23, 22, 21, 29]. In machine learning drifting concepts are often handled
by time windows or weighted examples according to their age or utility. In
general, approaches to cope with concept drift can be classified into two cat-
egories:

• Approaches that adapt a learner at regular intervals without considering
whether changes have really occurred;

• Approaches that first detect concept changes, and next, the learner is
adapted to these changes.

Examples of the former approaches are weighted examples and time windows

of fixed size. Weighted examples are based on the simple idea that the impor-
tance of an example should decrease with time (references about this approach
can be found in [23, 22, 20, 24, 29]). When a time window is used, at each
time step the learner is induced only from the examples that are included in
the window. Here, the key difficulty is how to select the appropriate window
size: a small window can assure a fast adaptability in phases with concept
changes, but in more stable phases it can affect the learner performance. This
is because a large window would produce good and stable results in stable
phases. Onthe other hand, it cannot react quickly to concept changes. In the
latter approaches,with the aim of detecting concept changes, some indicators
(e.g. performance measures, properties of the data, etc.) are monitored over
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time (see [23] for a good classification of these indicators). If during the mon-
itoring process a concept drift is detected, some actions to adapt the learner
to these changes can be taken. When a time window of adaptive size is used
these actions usually lead to adjusting the window size according to the ex-
tent of concept drift [23]. As a general rule, if a concept drift is detected the
window size decreases, otherwise the window size increases. An example of
a work relevant to this approach is the FLORA family of algorithms devel-
oped by Widmer and Kubat [29]. For instance, FLORA2 includes a window
adjustment heuristic for a rule-based classifier. To detect concept changes the
accuracy and the coverage of the current learner are monitored over time and
the window size is adapted accordingly.

Other relevant works, in the area of information filtering, are the works of
Klinkenberg and Lanquillon. For instance, Klinkenberg et al. [23], proposed
monitoring the values of three performance indicators: accuracy, recall and
precision over time, and then, comparing them to a confidence interval of
standard sample errors for a moving average value (using the last M batches)
of each particular indicator. Although these heuristics seem to work well in
their particular domain, they have to deal with two main problems: i) to com-
pute performance measures which requires user feedback about the true class.
However, in some real applications only partial user feedback is available; ii)
a considerable number of parameters are needed to be tuned. In a subsequent
work Klinkenberg and Joachims [22] presented a theoretically well-founded
method to recognize and handle concept changes using support vector ma-
chines. The key idea is to select the window size so that the estimated gener-
alization error on new examples is minimized. This approach uses unlabeled
data to reduce the need for labeled data, and it does not require complicated
parameterization. Furthermore there is evidence that it works effectively and
efficiently in practice.

1.2.3 Methods and Algorithms for Change Detection

The goal of the proposed method is to detect sequences of examples with a
stationary distribution. We denote those sequences of examples as context.
From the practical point of view, what the method does is to choose the
training set that is more appropriate to the actual class-distribution of the
examples.

Suppose a sequence of examples, in the form of pairs (xi, yi). For each
example, the actual decision model predicts ŷi, that can be either True (ŷi =
yi) or False (ŷi 6= yi). For a set of examples the error is a random variable
from Bernoulli trials. The Binomial distribution gives the general form of
the probability for the random variable representing the number of errors
in a sample of n examples. For each example i in the sequence, the error-
rate is the probability of observe False, pi, with standard deviation given by
si =

√

pi(1 − pi)/i.
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In the PAC learning model [25] it is assumed that if the distribution of
the examples is stationary, the error rate of the learning algorithm (pi) will
decrease when the number of examples (i) increases 3. A significant increase in
the error of the algorithm, suggest a change in the class distribution, and that
the actual decision model is not appropriate. For a sufficient large number
of example, the Binomial distribution is closely approximated by a Normal
distribution with the same mean and variance. Considering that the proba-
bility distribution is unchanged when the context is static, then the 1 − α/2
confidence interval for p with n > 30 examples is approximately pi ± α ∗ si.
The parameter α depends on the confidence level.

The drift detection method manages two registers during the training of
the learning algorithm, pmin and smin. Every time a new example i is pro-
cessed those values are updated when pi + si is lower than pmin + smin.
We use a warning level to define the optimal size of the short-term mem-
ory. The short-term memory will contain the old examples that might be
in the new context and a minimal number of examples in the old context.
Suppose that in the sequence of examples presented to a learner, there is
an example i with corresponding pi and si. The learning process reaches the
warning level if pi + si ≥ pmin + ww ∗ smin, and the drift level is reached if
pi + si ≥ pmin +wd ∗ smin. Suppose a sequence of examples where the error of
the actual model increases reaching the warning level at example kw, and the
drift level at example kd. This is an indication of a change in the distribution
of the examples. A new context is declared starting with example kw, and a
new decision model is induced using only the examples in the interval from kw

till kd. It is possible to observe an increase of the error reaching the warning
level, followed by a decrease. We assume that such situations correspond to a
false alarm, without changing the context. With this method of learning and
forgetting we ensure a way to continuously keep a model better adapted to
the present context.

This method could be associated with any learning algorithm. It could be
directly implemented inside online and incremental algorithms, and could be
implemented as a wrapper to batch learners.

1.3 Dynamic Bias Selection

The problem of Dynamic Bias Selection comes from the observation that each
learning algorithm has a selective superiority; each is best for some, but not
all tasks. Each learning algorithm searches within a restricted generalization
space, defined by its representation language, and employs a search bias for
selecting a generalization in that space. Given a data set, it is often not clear
apriori which representation language is most appropriate for that problem.

3For an infinite number of examples, the error rate will tend to the Bayes error.
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In the context of batch learning, where the available training data is finite
and static, several bias selection methods were proposed. Methods like selec-
tion by cross-validation [30], Stacked Generalization [31] and Model Class Se-
lection System (MCS) [32] are discussed in this book. Another related method
is the Cascade-correlation architecture [11] to train neural networks. It is a
generative, feed-forward learning algorithm for artificial neural networks that
is able to incrementally add new hidden units to improve its generalization
ability. For each new hidden unit, the algorithm tries to maximize the magni-
tude of the correlation between the new unit’s output and the residual error
signal of the net.

We should point out that most of heuristic knowledge about the character-
istics that indicate one bias is better than another incorporates the number of
training examples as a key characteristic (see for example the heuristics rules
in MCS). Few works consider bias selection in the case of dynamic training
sets, where the number of training examples varies along time.

The next two sections present illustractive examples of bias management.
The first one is the Very Fast Decision Tree Algorithm. The second one, is
an adaptive algorithm to learn Bayesian Network Classifiers. We choose the
Bayesian Network framework because it provides a stratified family of models,
where each stratum allows for higher complexity. In both algorithms, the main
issue is the trade-off between the costs of model adaptation and the gain in
performance.

1.3.1 The Very Fast Decision Tree Algorithm

Learning from large datasets may be more effective when using algorithms
that place greater emphasis on bias management. One of such algorithms is
the VFDT [14] system. VFDT is a decision-tree learning algorithm that dy-
namically adjusts its bias whenever new examples are available. In decision
tree induction, the main issue is the decision when to expand the tree, in-
stalling a splitting-test and generating new leaves. The basic idea of VFDT
consists of using a small set of examples to select the splitting-test to incor-
porate in a decision tree node. If after seeing a set of examples, the difference
of the merit between the two best splitting-tests does not satisfies a statistical
test (the Hoeffding bound), VFDT proceeds by examining more examples.
VFDT only make a decision (add a splitting-test in that node), when there is
enough statistical evidence in favour of a particular test. This strategy guar-
antees model stability (low variance), controls overfiting, while it may achieve
an increase number of degrees of freedom (low bias) with increasing number
of examples.

In VFDT a decision tree is learned by recursively replacing leaves with
decision nodes. Each leaf stores the sufficient statistics about attribute-values.
The sufficient statistics are those needed by a heuristic evaluation function
that evaluates the merit of split-tests based on attribute-values. When an
example is available, it traverses the tree from the root to a leaf, evaluating the
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appropriate attribute at each node, and following the branch corresponding
to the attribute’s value in the example. When the example reaches a leaf,
the sufficient statistics are updated. Then, each possible condition based on
attribute-values is evaluated. If there is enough statistical support in favor
of one test over the others, the leaf is changed to a decision node. The new
decision node will have as many descendant leaves as the number of possible
values for the chosen attribute (therefore this tree is not necessarily binary).
The decision nodes only maintain the information about the split-test installed
in this node.

Algorithm 1: The Hoeffding Tree Algorithm.

input : S: A Sequence of Examples
X: A Set of nominal Attributes
Y : Y = {y1, . . . , yk} Set of Class values
H(.): Split Evaluation Function
δ: is one minus the desired probability
of choosing the correct attribute at any node.
τ : Constant to solve ties.

output: HT : is a Decision Tree
begin

Let HT ← Empty Leaf (Root)
foreach yk ∈ Y , xi ∈ X, value j of xi do

xijk ← 0

foreach example (x, yk) ∈ S do
Traverse the tree HT from the root till a leaf l

foreach value j of xi do
Increment xijk

if all examples in l are not of the same class then
Compute Gl(Xi) for all the attributes
Let Xa be the attribute with highest Hl

Let Xb be the attribute with second highest Hl

Compute ǫ (Hoeffding bound)
if (H(Xa)−H(Xb) > ǫ) then

Replace l with a splitting test based on attribute Xa

Add a new empty leaf for each branch of the split

else

if ǫ < τ then
Replace l with a splitting test based on attribute Xa

Add a new empty leaf for each branch of the split

end

The main innovation of the VFDT system is the use of Hoeffding bounds
to decide how many examples are necessary to observe before installing a
split-test at each leaf. Suppose we have made n independent observations of
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a random variable r whose range is R. The Hoeffding bound states that the

true average of r, r̄, is at least r̄− ǫ and ǫ =

√

R2 ln( 1
δ
)

2n
, with probability 1− δ.

Let H(·) be the evaluation function of an attribute. For the information
gain, the range R, of H(·) is log2(k) where k is denotes the number of classes.
Let xa be the attribute with the highest H(·), xb the attribute with second-
highest H(·) and ∆H = H(xa)−H(xb), the difference between the two better
attributes. Then if ∆H > ǫ with n examples observed in the leaf, the Hoeffding
bound states with probability 1−δ that xa is really the attribute with highest
value in the evaluation function. In this case the leaf must be transformed into
a decision node that splits on xa.

The evaluation of the merit function for each example could be very ex-
pensive. It turns out that it is not efficient to compute H(·) every time that
an example arrives. VFDT only computes the attribute evaluation function
H(·) when a minimum number of examples has been observed since the last
evaluation. This minimum number of examples is a user-defined parameter.
When two or more attributes continuously have very similar values of H(·),
even with a large number of examples, the Hoeffding bound will not decide
between them. To solve this problem the VFDT uses a constant τ introduced
by the user for run-off, e.g., if ∆H < ǫ < τ then the leaf is transformed into
a decision node. The split test is based on the best attribute.

Later, the same authors present the CVFDT algorithm [15], an extension
to VFDT designed for time-changing data streams. CVFDT generates alter-
native decision trees at nodes where there is evidence that the splitting test
is no more appropriate. The system replaces the old tree with the new one
when the latter becomes more accurate.

1.3.2 The case of Bayesian Network Classifiers

In this sectio, we consider adaptive learning algorithms for Bayesian Network
Classifiers. The k-Dependence Bayesian Classifiers (DBC) is a stratified fam-
ily of decision models with increase (smooth) complexity. In this framework
all the attributes depends on the class, and any attribute depends on k other
attributes, at most. The value of k can vary from 0 till a maximum of the
number of attributes. The 0-DBC corresponds to considering all variables in-
dependent, it is usually referred as the Näıve Bayes classifier (NB). In the
other side of the spectrum, each variable is influenced by all the others. This
family of models is better described as composed by a direct acyclic graph, that
define the dependences between variables and a set of parameters (the condi-
tional probability tables) that codify the conditional dependences. Increasing
the number of dependences between attributes requires the estimation of an
increase number of parameters.

In this work, we assume that data is available to the learning system se-
quentially. The actual decision model must first make a prediction and then
update the current model with new data. This philosophy about on-line learn-



10 João Gama and Gladys Castillo

ing frameworks has been exposed by Dawid in his predictive-sequential ap-
proach, referred to as prequential [12] for statistical validation of models. An
efficient adaptive algorithm in a prequential learning framework must be able,
above all, to improve its predictive accuracy over time while reducing the
cost of adaptation. However, in many real-world situations it may be diffi-
cult to improve and adapt to existing changing environments. As we have
mentioned before, this problem is known as concept drift. In changing en-
vironments, learning algorithms should be provided with some control and
adaptive mechanisms that adjust quickly the decision model to these changes.

The Näıve Bayes classifier (NB) is one of the most used classifiers in real-
world on-line applications mainly due to its effectiveness, simplicity and in-
cremental nature. NB simplifies learning by assuming that attributes are in-
dependent given the class. However, in practice, the independence assumption
is violated which can lead to a poor predictive performance. We can improve
the NB if we trade-off the bias reduction which leads to the addition of new
attribute dependences, and, consequently, to the estimation of more param-
eters, with the variance reduction by accurately estimating the parameters.
Different classes of BNCs [10] attempt to reduce the bias of the NB by adding
attribute dependences to the NB structure. Nevertheless, not always do the
more complex BNCs outperform the NB. Increasing complexity decreases bias
but increases the variance in the parameters. These issues are still more chal-
lenging in a prequential framework, where the training data increases with
time. In this case, we should adjust the complexity of BNCs to suit the avail-
able data. The main problem is to handle the trade-off between the cost of
updating the decision model and the gain in performance. A possible strategy
for incorporating new data is bias management and gradual adaptation. The
motivations for bias control, along with some results of its application, were
first presented in [6]. Another issue that should be addressed is to cope with
concept drift. As new data is available along time the target function generat-
ing data can change. The same techniques that monitor the evolution of the
error can be used to detect drift in the concepts to learn [8].

We choose the class of k-Dependence Bayesian Classifiers (k-DBC) [26]
to illustrate this approach. A k-DBC is a Bayesian Network, which contains
the structure of the NB and allows each attribute to have a maximum of k

attribute nodes as parents. This class is very suitable for our proposal. By in-
creasing k we can obtain classifiers that move smoothly along the spectrum of
attribute dependencies. For instance, NB is a 0-DBC, TAN [10] is a 1-DBC,
etc. Instead of using the learning algorithm proposed in [26] based on the
computation of the conditional mutual information, we use a hill-climbing pro-
cedure due to its obvious simplicity for computational implementation. The
algorithm builds a k-DBC starting with an NB structure. Then it iteratively
adds arcs between two attributes that result in the maximal improvements in
a given score until there is no more improvement for that score or until it is
no possible to add a new arc.
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Naive Bayes (0-DBC) TAN (1-DBC) BAN (2-DBC)

Fig. 1.1. Illustrative examples of the space of increasing dependencies. Considering
all variables are binary the number of parameters is 18, 30, and 38 respectively.

The figure 1.1 presents an illustrative example of the search space explored
by the proposed algorithm. The initial state is a 0-DBC. For this class model
only one structure can be explored. For a fixed k (k > 0) several different
structures can be exploited. By varying the value of k we can obtain clas-
sifiers that smoothly move along the spectrum of attribute dependences. As
we increase the number of allowed dependencies the number of parameters
needed to be estimated increases exponencially.

To clear illustrate the increase number of dependencies considered by each
model, we present the factorization of the posteriori probability of each model
presented in figure 1.1:

0-DBC: P (C)P (x1|C)P (x2|C)P (x3|C)P (x4|C)
1-DBC: P (C)P (x1|C)P (x2|x1, C)P (x3|x2, C)P (x4|x3, C)
2-DBC: P (C)P (x1|C)P (x2|x1, C)P (x3|x1, x2, C)P (x4|x3, C)

1.3.3 The Adaptive Prequential Learning Framework

The main assumption that drives the design of the AdPreqFr4SL [8, 7] is that
observations arrive at the learning system not at the same point of time.
Typically the environment will change over time. Without loss of generality,
we assume that at each time point data arrives in batches. The main goal is
to predict the target classes of the next batch. Many adaptive systems employ
regular update while new data arrives. The AdPreqFr4SL, instead, is provided
with some control mechanisms that tries to select the best adaptive actions
tacking into account the current learning goal. To this end, for each batch of
examples the current hypothesis is used for prediction. After the prediction,
the correct class is observed and some performance indicators are assessed.
Then, the indicator values are used to estimate the current system’s state.
Finally, the model is adapted according to the estimated state.

In the AdPreqFr4SL two performance indicators are monitored over time:
the batch error ErrB (the proportion of misclassified examples in one batch)
and the model error ErrS (the proportion of misclassified examples in the
total of the examples that were classified using the same structure), in order
to estimate one of the following states:

SI - IS IMPROVING: the performance is improving;
SS - STOP IMPROVING: the performance stops improving in a desirable tempo;
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SA - CONCEPT DRIFT ALERT: a first alert of concept drift is signaled;
SD - CONCEPT DRIFT: there is a gradual concept change;
SCs- CONCEPT SHIFT: there is an abrupt concept change;
SP - STABLE PERFORMANCE: the performance reaches a plateau.

In the next subsections we present the adaptive actions and control
strategies that we have adopted in the AdPreqFr4SL for handling the cost-

performance trade-off and concept drift.

Cost-Performance Management

The adaptation strategy for handling cost-performance is based upon two
main policies:

• bias management,
• gradual adaptation.

The former policy starts with a 0-Dependence Bayesian Classifier, a naive
Bayes structure. The model complexity is scaled up by gradually increasing
k and then searching for new attribute dependencies in the resulting search
space. The gradual adaptation policy works as follows: the authors define
four levels of adaptation so that increasing the level increases its cost. In the
initial level a new model is built using a simple naive Bayes. In the first

level only the parameters are updated using new data [16]. In the second

level the structure is updated with new data. In the third level, if it is
still possible, k is increased by one, and the current structure is once again
adapted.

We initialize k-DBC to the simple NB (k = 0). Whenever new data arrives,
we first try to improve the NB by adapting only its parameters. When there
is evidence indicating that the performance of the NB stops improving, we
start adapting the structure. Only in this case (for k = 0) do we move from
the first level to the third level 4 of adaptation: increment k by one and start
searching a 1-DBC using the hill-climbing search procedure only with arc ad-
ditions. At this time point, we must have more data available which allows the
search procedure to find new 1-dependencies. Next, the algorithm continues
to perform only parameter adaptation [16]. Thus, whenever a new structure
is found, the algorithm continues working from the first level of adaptation,
that is, by performing only parameter adaptation, until there will be again
evidence that the performance of the current hypothesis stops improving and
this moves to the second level: update the current structure by searching for
new attribute dependencies. At this stage and to correct from previous errors,
the search procedure is also allowed to perform arc deletions. Only if the re-
sulting structure remains the same, do we move to the third level of adaptation

4In the case of 0-DBC there is only one structure modeling dependencies between
attributes. In all he other cases, for a fixed k (k > 0) there are several possible
structures.
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by incrementing k by one and continue searching for new dependencies, now
in an augmented search space. For avoiding k to increase unnecessarily, we
recover the old value of k whenever the search procedure is not able to find
new dependencies, thus keeping the original search space. Only if an abrupt
concept drift is detected, do we come back to the initial level and build a new
NB using the examples from a short-term memory (see next section). This
adaptation process will continue until it is detected that it does not make
more sense to continue adapting the model. However, we will continue moni-
toring the performance. If any significant change in the behaviour is observed,
then we will once again to activate the adaptation procedures.

The control policy defines the criteria for tracking two situations:

• At which time point do we start adapting the structure?;
• At which time point do we stop doing any adaptation?

If it is detected that the performance of the current model no longer improves
(the state SS), we start adapting the structure. If it is detected that the per-
formance reaches a plateau (the state SP), we stop adapting the model. To
detect the states SS and SP, we plot the values of successive model errors,

y(t) = Err
(t)
S , in time order and connect them by a line, thus obtaining the

model-error learning curve (model-LC). We consider that the state SS is met
if: i) the model-LC starts behaving well [4], i.e, the curve is convex and mono-

tonically non-increasing for a given number of points; ii) its slope is gentle.

Algorithm 2: Adaptive actions for the class of k-DBCs in the

AdPreqFr4SL

input : A classifier hC = (S, ΘS) belonging to the class of k-DBCs,
a batch B of m examples,
the level of adaptation,
the current k value,
the kMax value for the maximum allowable k.

output: An adaptive action over the classifier hC

begin

if INITIAL level then
k ← 0 /* build a new model using NB*/
learnNaiveBayes(SHORT-MEMORY)

else if FIRST level then
updateParameters(hC , B)

else if SECOND level then
updateStructure(hC, B, . . .)

else if THIRD level then

if k < kMax then
k+ = 1

updateStructure(hC, B, . . .)

end
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Fig. 1.2. Behavior of the model-LC for the adaptive algorithm. Vertical lines indicate
the time points at which the structure changed. On top, the resulting structures with
their corresponding k-DBC class-models are presented

Thus, whenever we start using a new structure we will wait until model-LC
starts behaving well and shows only little improvements in the performance in
order to trigger a new structure adaptation. If the structure does not change
after adaptation, we once again look at the model-LC to detect whether it has
already reached its plateau (i.e. SP is signaled).

Figure 1.2 illustrates the behaviour of the model-LC for one randomly
generated sample of the Adult dataset using batches of 100 examples. To serve
as a baseline, we also plot the error rates obtained with the NB and with a
3-DBC (the class-model with best performance) induced from scratch at each
learning step. During all the learning process the structure changed only five
times. The graphical behavior of the model error neatly corresponds to the
detected conditions which lead to a structure-adaptation action. The k value
slowly increases from 0 to 3 until that the stopping criteria is met at t = 120
and the model is not further adapted with new data.

1.3.4 Using the P-Chart for Handling Concept-Drift

Concept drift refers to unforeseen changes in the distribution underlying the
data that can also lead to changes in the target concept over time [27]. Several
available concept drift trackers employ different approaches that include some
control strategies in order to decide whether adaptation is really necessary
because a concept change has occurred. To this end, a process that monitors
the value of some performance indicators has been implemented. If a concept
drift is detected, some actions to adapt the model to these changes are taken,
which usually lead to build a new model. Some concept drift trackers are also
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capable of recognizing the extent of concept drift. The term concept drift is
more oftenly associated with gradual changes whereas the term concept shift

defines abrupt changes.
In [5] the authors presented a method for handling concept drift based

on a Shewhart P-Chart [28] - an attribute control chart that monitors the
proportion of a dichotomous count variable. This method for handling concept
drift can be integrated with the method described in the previous section
(AdPreqFr4SL). The basic idea consists of using the P-Chart for monitoring

the batch error ErrB . The values p(t) = Err
(t)
B are plotted on the chart

in time order and connected by a line. The chart has a center line (CL), an
upper control limit (UCL) and an upper warning limit (UWL). If the sample sizes
are large (≥ 30) the sample proportion approaches the Normal distribution
with parameters µ = p ; σ =

√

p(1 − p)/n (p is the population proportion).
Therefore, the use of three-sigma control limits is a reasonable choice. Suppose
that an estimate p̂ is obtained from previous data. We can obtain the P-
Chart’s lines as follows: CL = p̂; UCL = p̂ + 3σ; UWL = p̂ + ασ, 0 < α < 3.
In this work, we set α to 2. To better follow the natural behaviour of the
learning process we set the target value p̂ to the minimum value of the current
model error ErrS . We denote it by Errmin. Whenever a new structure S is
found, Errmin is initialized to some big number. Then, at each time step if

Err
(t)
S +SErr

(t)
S < Errmin then Errmin is set to Err

(t)
S , where SErr

(t)
S is its

standard deviation.
Thus, at each time point t, p̂ is set to Errmin and the P-Chart’s lines

are computed, accordingly. Then, it is observed where the new proportion

p(t) = Err
(t)
B falls on the P-Chart. If p(t) falls above the UCL, a concept shift

is signaled. If p(t) falls between the UCL and the UWL for the first time, then
a concept drift alert is signaled. Otherwise, if this situation occurs for two
or more consecutive times then a concept drift is detected. If p(t) falls under
UWL we assume that the learner is in control and then proceed to analyze the
behaviour of the model-LC as described in the previous section.

The adaptive strategy for handling concept drift mainly consists of manip-
ulating a short-term memory (SHORT-MEMORY) to store those examples that
we suspect belongs to a new concept. If a concept shift is detected then all the
examples from the SHORT-MEMORY are used to build a new NB classifier. After-
wards, the SHORT-MEMORY is cleaned for future uses. Whenever a concept drift

alert or concept drift is signaled, the examples of the current batch are added
to the SHORT-MEMORY. However, after signaling a concept drift, the new exam-
ples are not used to update the model in order to force a greater degradation of
the performance. This way the P-Chart will more quickly be able to recognize
a concept shift and re-build the model. Algorithm 3 depicts the pseudo-code
of the whole algorithm for learning k-DBCs in the AdPreqFr4SL that sum-
marizes all the above described strategies for handling cost-performance and
concept drift.
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Algorithm 3: The algorithm for learning k-DBCs in AdPreqFr4SL

input : A dataset D divided in batches of m examples,
a kMax value for the maximum allowable k,
a scoring function Score(S,D)
the number of consecutive times maxTimes that ErrB does not decrease after

parameter adaptation,
output: A classifier hC = (S, ΘS) belonging to the class of k-DBCs
begin

/*build a NB classifier, see Alg. 2*/
AdaptiveAction(hC, SHORT-MEMORY, INITIAL LEVEL)
foreach batch B of m examples of D do

predictions ← predict(B, hC)
/*get feedback */
observed ← getFeedback(B)
/* asses current indicators*/

p(t)← Err
(t)

B
, y(t)← Err

(t)

S

Add (t, y(t)) to model-LC

/*concept drift detection using the P-Chart*/
state ← getState(p(t), P-Chart)
if state is CONCEPT SHIFT then

Add B to SHORT-MEMORY

/*build a NB classifier, see Alg. 2*/
AdaptiveAction(hC, SHORT-MEMORY, INITIAL LEVEL)
Clean SHORT-MEMORY

else if state is CONCEPT DRIFT ALERT ∨ CONCEPT DRIFT then
Add B to SHORT-MEMORY

else
Clean SHORT-MEMORY

/* state is IN CONTROL then observe the model-LC*/
if model-LC is Convex-NonIncreasing-with-GentleSlope then

state ← STOPS IMPROVING

else
state ← IS IMPROVING

if state IS IMPROVING ∨ CONCEPT DRIFT ALERT then
/* update parameters */
AdaptiveAction(hC, B, FIRST LEVEL)

if consecCounter(Err
tAFTER−ADAP

B
≥ Err

tBEF−ADAP

B
) = maxTimes then

state ← STOP IMPROVING

if state STOPS IMPROVING then

if k > 0 then
/* update structure */
AdaptiveAction(k-DBC, B, SECOND LEVEL,. . .)

if (not change(S) ∧ k < Maxk) ∨ k= 0 then
/*increment k; continue searching */
AdaptiveAction(hC, B, THIRD LEVEL,k, . . .)

if not change(S) then
/* verify the stopping criterion */
if model-LC Has-Plateau then

stopAdapting ← TRUE;
state ← STABLE PERFORMANCE

return (hC)
end

Figures 1.3 and 1.4 illustrates the dynamics of the adaptive and control
strategies. In the first drift phase (between t=37 and t=43) the P-Chart de-
tected two concept shifts and a new NB was built using the examples of the
current batch. In the second drift phase (between t=77 and t=83) almost all
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Fig. 1.3. The P-Chart for a generated CSS. Parallel light-grey dotted lines on the
P-Chart indicate the beginning and the end of each drift phase.

Fig. 1.4. The model error ErrS for a generated CSS. Vertical light-grey dotted lines
and black dashed lines, indicate the time points at which the current structure was
adapted or rebuilt, respectively; and vertical dark-grey dotted lines, the time points
at which the adaptation process was stopped.In the top, the resulting structures
with their corresponding k-DBC class-models are presented

the points fell above the UWL but very close to the UCL. The P-Chart sig-
naled concept drift and the adaptation process was temporarily stopping to
force the ErrB to jump outside the UCL. Later, at t=83, when a concept shift
was detected, all the examples stored in the SHORT-MEMORY were used to build
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a new NB. For the remaining drift phases our detection method using P-Chart
also worked as expected. As a result, the structure was rebuilt five times, at
time points that belong to the drift phases. Note that the complexity of the
induced k-DBCs increased from context to context: in the first context the
resulting k-DBC is a 1-DBC, in the third - a 3-DBC, in the fourth - a 4-DBC,
in the last context it is a 4-DBC too (searching for more complex structures
can require more training data). Only in the second context the NB structure
was not modified since the adaptation process was stopped early. However,
the model error showed a good behaviour in this context.

1.4 Lessons Learned and Open Issues

What makes today’s learning problems different from the past ones is the
large volume and continuous flow of data. These characteristics impose new
issues in the design of learning algorithms. Large volumes of data require effi-
cient bias management. The continuous flow of data require change detection
algorithms to be embedded in the learning process. In this work, we study the
bias management problem in the context of learning k-Dependence Bayesian
Classifiers.

The main research issue we address in this chapter is the trade-off between
the cost of update and the gain in performance we may obtain. Learning algo-
rithms exhibit different profiles. Algorithms with strong variance management
are quite efficient for small training sets. Very simple models, using few free-
parameters, can be quite efficient in variance management, and effective in
incremental and decremental operations (for example naive Bayes) being a
natural choice in the sliding windows framework. The main problem with
simple approaches is the boundary in generalization performance they can
achieve, since they are limited by high bias. Large volumes of data require
efficient bias management. Complex tasks requiring more complex models in-
crease the search space and the cost for structural updating. These models,
require efficient control strategies for the trade-off between the gain in perfor-
mance and the cost of updating.

Our approach, instead of selecting a particular class of BNCs and using it
during all the learning process, we propose to use the class of k-DBCs and start
with the simple NB (k = 0). Simple control strategies are used to decide when
to do the next move in the spectrum of attribute dependencies (by gradually
increasing k) and to start searching for new dependencies. As a result, our
strategy leads to the scaling up of the model’s complexity slowly enough so
that the use of more training data will reduce bias at a rate that also reduces
variance and consequently the classification error. This bias control leads to
the selection of the optimal class-model for the current training data (i.e. the
optimal k value), thus avoiding overfitting or underfitting of the current model
to the actual data.
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